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Introduction

Microsoft®SQL Serv@&2008provides a solution for missieeritical applications that require the highest
levels of availabilitySQL Server 20G8iloverclusteringis part of the SQL Server higtvailability

technology toolseaindis designed to help businesses meet their availability and uptime gddts.

provides protection against both planned as well as unplanned downtime. When a server on one of the
node fails SQL Sar can continue serving request through other node(s).

SQL Server 2008cludes severathanges to the implementation of SQL Seffadoverclustering,
including an entirely new setygrocess and support for up to 16 noddis white paper discusses
seweralnew and existing concepts for SQL Server 2808verclustering, such as architecture,
implementation, administrationand troubleshooting.

Overview of Windows Server Failover Clustering

SQL Server 2008 failover clustering is built upoastablishedVindowsServer®@ailover clusterA
WindowsServeffailover clusteraimsto provide high availability for services or applicatidimat run
within the failover clusterlt contains agroup of independent servers that work together to incredse t

CA



availability of applications and services. Failasesteringcan protect againstardware and software
failuresby failing overresources from one server (oluster nodgto another as required~ailover is the
processof taking a clustered servicea application offline on one node and bringing it back online on
another node This process is typically transparent to the users, who should experience a minimal
disruption of service when a failover occurs.

Other types of cluster configurations such am@éws®ComputeCluster Server 2003, which Windows®
HPC Server 2008 succeedadd Windows Network Load Balancing (NLB) clusters ékisever, all of
them have different implementations and are not the Windo®@erverfailover clusteringor whichSQL
Sewer 2008 failover clustering @esigned A Windows failover cluster architecture provides redundancy
and the ability to detect certain failures. It compensates for these failures by moving highly available
resources over to redundant working componentsistarchitecture is not suitable for scenarios such as
load balancing and its implementations differ from the HPC and NLB cluster solutions.

Afailover clustercontainsone or more clustered servers (called nodes) and a configuration of shared
cluster diskthat aresetup for use within the cluster. The failover cluster also enlists at teast
networks for communicatiorat least one public and one private. The private network should be
configuredfor internal cluster communication only. The public netlydhowever, is primarilyor clients

to connect to the applicationthat arerunning within the cluster. Thelusternodes communicate with
one anotherover the private network by usirigeartbeats(periodic health detection signatksat enable
them to assess the status of other nodes in the cluster).

Otherfailovercluster componentsysing definitions from thé&ailover Cluster Design Gujde
http:/techn et.microsoft.com/enus/library/dd197457(WS.10).aspare:

9 Cluster serviceThe essential software component that controls all aspects of server cluster or
failover cluster operatiosa Each node in a failover cluster or server cluster runs one instance of
the Cluster service

1 Quorum The number of elements that must be online for a given failover cluster to continue
running. The relevant elements in this contexé nodes, a witness/quorum diskr, in some
casesa witness file share. Each element includethe quorum, except a witness file share,
contains a copy of the cluster configuration. The Cluster service works to keep all copies of the
cluster configuration synchronized at all times

Within the clusterdisks, IP addresses, network names, and agfitins such as SQL Sersez

resources thatan be established as highly available and provide failover capabilities. These resources
aredesigred to be clusteilawarethrougha resourcadynamiclink library DLL). The DLEontains the
resourcespecific odethat isnecessary to provide high availability for one or mm@sourcetypes Each
resource type exposes two types of health detection checks:

1 LooksAlives a lightweight, more frequent check.
9 IsAliveis run less frequently to do a deeper check that the service is available.


http://technet.microsoft.com/en-us/library/dd197457(WS.10).aspx

Resources that are related to a specific application instameenstalled into a WindowServerfailover
cluster groupwhich isknown as a resource group.

Note: In the FailoveCluster Management tool in Windows Server 2008,RasourceGroup is called
Services and Applicationg hese terms are used interchangeably throughout this document.

The resource group is the unit of failover, which metrag all resources within theane group will fail

over as one. At any giveime, only one node in the cluster can own each resource group and the
resourceghatitcontains{ SS G KS da¢2LR2f 238 FyR ! NOKAGSOUGdz2NE 2F |
more information about resourcesnd resource groups for SQL Server.

SQL Server 2008iloverclustering can be configured on Windows Server 2003 and Windows Server
2008. Many of the references and definitions in this paper focus on Windows ServeiS200&pecific
changego WindowsServer 2008that relate to SQL Servare:

1 Theduster validation wizard. In Windows Server 2003, the cluster hardware solution was
validated manually via th&/indows Server Catalon Windows Server 2008, theuster
validationwizard provides this functionality and validates that the cluster environment is
compatible with Windows Server 208&@loverclustering prior tosetup. For a complete
discussioron these tools and validatioseecfailover Cluster Stelpy-Step Guide: Validating
Hardware for a Failover Cluséghttp://technet.microsoft.com/enus/library/cc732035.aspx

1 Servicesecurity IDs $ID3. If you are creating a new SQL Server 2008 failover cluster on
Windows Server 2008, you can now bypass the use of domain groups by desigaaficgy SIDs
during the ingallation. Service SID functionality was introduced in Windows Vista and Windows
Server 2008, and allows the provisioningao€ess control listACL¥$to server resources and
permissions directly to a Windov@&erverservice Duringthe installation of aSQL Server failover
cluster, in the Cluster Security Policglialogbox, you still have the option to use domain groups
However, for SQL Server 2008 on Windows Server 2@@8recommended choice is to select
Use service SIDFhis enablegou to bypass mvisioning of domain groups and associated
service account membership additions prior to installation.

1 Four guorum modesWindows Server 200&iloverclustering now supports four quorum
modes.Toprovide maximum availabilityhe cluster can automaticallgdjust the quorum mode
as nodes are added or removed from the clusiéne four quorum modes are:

1. Node Majority. Each node that is available and in communication can vote. The cluster
functions only with a majority of the votes, that is, more than hdtisTs similar to Majority
Node Set (MNS) in Windows Server 2003. This selection would be preferred with an odd
number of nodes and if no shared disk/stordgprovided.

2. Node and Disk Majority9  OK y 2 RS LJX dza  RSaA3aylFiSR RA&]l A
gAlySaaéuv Oy @2GS 6KSYSOSNI GKS& IINB | gFAfl o
functions only with a majority of the votes, that is, more than half. This is the
recommended configuratiowith an even number of nodes arfdr when shared storage is
available.



http://www.windowsservercatalog.com/results.aspx?&chtext=&cstext=&csttext=&chbtext=&bCatID=1291&cpID=0&avc=10&ava=0&avq=0&OR=1&PGS=25&ready=0
http://technet.microsoft.com/en-us/library/cc732035.aspx
http://technet.microsoft.com/en-us/library/cc732035.aspx

3. Node and File Share Majoritfach node plus a designated file share created by the
FRYAYA&AGNI G2N) 6GKS aFAES akKINB gAldySaaéo Oly
communicationThe cluster functions only with a majority of the votes, that is, more than
half. This would commonly be implemented in a geographically dispersed failover cluster
environment.

4. No Majority: Disk OnlyThe cluster has quorum if one node is available and in
communication with a specific disk in the cluster storage. Only the nodes that are also in
communication with that disk can join the cluster. This is equivalent to the quorum disk in
Windows Server 2003. The disk is a single point of fadorenly seletcscenarios should
implement this quorum mode.

When you instalh Windows Serve2008 cluster, a recommended default quorum mode is selected
during the installation. For example tlife cluster hasn even number of nodes, thlode and Disk
Majority quorummode selectedy default; ifthe cluster hasinodd number of nodes, thslode
Majority quorum modewill be selected. The usés not prompted to select a specific type of quorum
mode during the installation. Furthermore, when nodes are added and remaowgadthe cluster, the
guorum mode can change automatically. This may surprise users who are accustomed to iciusters
Windows Server 2003.

When you set up a clustet,is important to understand the implications of each quorum micated the
number offailures (node and/or diskhat a quorum mode can toleratéfou must alsevaluate the
requirements of the application teelectthe right quorum mode.

To maintairthe uptime of a system, it is important to align the operational practices with the
technologythat isused to achieve high availabilityorFexample,fiyour requirement is to retart two
nodes in ahree-node cluster, and still be availabtiuring that time it may makesense for you to use
the No Majority: Disk Onlyguorum mode. Howevemake sue thatthe disk quorum usehighly
reliable storage (for example, a mirrored disk on a fully redundtorage area network3AN).

For further information about the quorum modes and considerations for which mode to chsese,
oFailover Cluster Stelpy-Step Guide: Configuring the Quorum in a Failover Cluster
(http://technet.microsoft.com/enus/library/cc770620.aspxFor additional discussion and scenario
models seedAppendix B: Additional Information About Quorum Moéles
(http://technet.microsoft.com/enus/library/cc770830.aspx

For wrther informationabout WindowsServer2008failoverclustering seedFailover Clustet
(http://technet.microsoft.com/enus/library/cc732488.aspon the Microsoft TechNet Web site

Topology and Architecture of a SQL Server Cluster

A SQL Server failover cluster instance that is installed on a Windows Server failover cluster is similar to a
standalone SQL Server instance that does not use Windows Server failover clustering in terms of the
way it runs and appears externally to clienthie key difference is that SQL Server failover clustering
leverages the Windows Server failover clustering platform to monitor and provide high availability of the


http://technet.microsoft.com/en-us/library/cc770620.aspx
http://technet.microsoft.com/en-us/library/cc770830.aspx
http://technet.microsoft.com/en-us/library/cc732488.aspx

SQL Server instance across redundant nodes. This section describes the SQL Servelusiéver
resources and resource groups, in addition to common configurations.

Failover Cluster Resource Group
A SQL Server failover cluster instance has two parts:

1 The local binaries and components that are installed on each possible owner node.
9 The shard resources in the resource group that fail over between each possible owner node.

The local binaries and components on each node are similar to those for aatarelSQL Server
instance. However, at startup, instead of the service being started eitten@atically or manually by
the user, the Windows Server failover cluster service mon@ods manageghe instance

Each SQL Server failover cluster instance has a resource group that contains the following set of
resources:

Network Name

IP Address

Oneor more shared disks.

SQL Server Database Engine service.

SQL Server Agent service.

SQL Server Analysis Services service, if installed.

One file share resourcd the FILESTREAfishture is installed.

=A =4 4 4 -4 4 4

The network name and IP address resources providegiesitientifier that clients can use to connect to
the SQL Server instance regardless of which node is currently serving the SQL Server failover cluster
instance. When the resource group fails over, these resources register the network name and IP
addresseso redirect to the new node that is serving the SQL Server failover cluster instance. This
process can be transparent to clients who do not need to change the name or IP address that they are
using to connect to SQL Server.

A SQL Server shared diskource contains all of the system and user data including databases, logs,
HLESTREAMes, and integrated fullext search files for the SQL Server failover cluster instance. When

a failover occurs, the disks are mounted on a new node. When the S@r Bstance is started on the

new node, it goes through recovery as part of the SQL Server startup and maintains access to the same
database files that existed when it was running on the previous node.

The shared disks are the single point of failureafdailover cluster instance. Windows Server and SQL
Server failover clustering provides redundancy for machines, operating systems, and SQL Server
binaries, but requires reliable storage to assure availability of the shared storage. The shared disk
resour@ type can either be the builh shared disk resource or a custom shared disk resource provided
by your storage vestor for more advanced storage configurations such as Storage Area Network (SAN)
replication technologies.



The SQL Server, SQL Server Agewt Analysis Services resources are responsible for bringing their
respective services online and offline on each node. The Windows Server failover cluster directs this
process in response to health detection messages that relate to each resource.

The SQL SNIBBSNJ ' yR {v][ {SNIBSNJ! ISy NB&2dz2NDODS& | NB LI NJi
group where the Database Engine feature is installed. The SQL Server Analysis Services resource is a part
2F Fye {v] {SNIBSNI FI Af 2 »faNsisoerdrediSnédliad. AtBoagh WipllDS I NP
possible to install both Database Engine and Analysis Services in the same resource group, it is generally
recommended to install them as separate instances. Analysis Services is not dependent on SQL Server

and it should be installed to a separate resource group for maximum availability and performance.

Health Detection
A SQL Server failover cluster s levels of health detection:

1 The Windows failover cluster detects that the nodes are online and aldertomunicate

9 Each resource also provides its own specific health detection
SQL Server and Analysis Services rely on theibhWindows Server failover clustering resources for
network name and IP addresses which perform health checks to ensure the heatare and IP
address are online and properly registered. If the network name or IP address resource is offline, the
SQL Server or Analysis Services resources that depend on them will also be in an offline state.

Shared disk health checks are built in tther the Windows failover cluster resource checks or the
resource checks provided by a thipdrty clusteraware storage vendor. In both cases, these resources
will verify that the disk is attached and available.

For the SQL Server resource, ttaoksAlie check (also referred to dasic resource health chedk
Windows Server 2008) will verify that the SQL Server service is running on the online node every 5
seconds by default. If thieooksAlivecheck fails, the Windows Server cluster service performsalive
check to confirm the failure.

ThelsAlivecheck (also referred to ahorough resource health chedk Windows Server 2008) runs
every 60 seconds and verifies the cached result of an intésAdilVeprocess in the SQL Server resource
DLL.

An internal process in the SQL Server resource DLL handles all connection and execution of the
underlyinglsAlivelogic. It contains extensive retry logic to verify any connectivity or execution failures.
Upon successful connection to the SQL Server, the intesAlvecheck executes

SELEC® @SERVERNAME every 60 seconds to determine whether SQL Server is online. If this query
fails, the internal process runs additional retry logic to avoid strekged failures. If the retry logic also

fails, the internal proess shuts down the SQL Server service and updates a cached result that causes the
next LooksAliveandlsAlivechecks to fail.

The SQL Server resource DLL is loaded by the Windows cluster service when the SQL Server resource is
started. Therefore, the calthat the resource DLL makes are made in the context of the Cluster service.



Consequentlyil KS / f dza 1 SNJ aSNIA OS Y dza inastérdaaBaselit@0Saa G2
unnecessary to add the Cluster service account or the BUKdiNnistrators group to theysadmin

role. However, the Cluster service account must be a user in the master datahadehas permissios

to execute SELECT @ @SERVERNAME. By defquhlibrole has this permission artle guestrole

is enabled fomaster, so simply adding the Cluster service account as a login with no additional
permissions is usually sufficient. TROL Server 2008 installation automatically adds the Clssteice
startup account (or theervice SID for the Clusteervice) as a login during setup.

TheAnalysisServices serviasinstalled as genericservice and its statd poksAlivé IsAlive) is
determined by using standard logic for generic clustered apjdicat

Resource and Resource Group Properties

The SQL Server resource group and each resource within the resource group expose their failover
properties through the Windows Server Failover Cluster Management Microsoft Management Console
(MMC) snagn. In adlition, they expose their failover properties through cluster application
programming interfaces (APIs) and the cluster.exe comniliawectool.

[N
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(http://msdn.microsoft.com/enus/library/cc296100(VS.85).aspkpr more information about
Of dza G SNIWPSES NMraayingla Bdvierlusted fm the Command Line: Server Clusters §MSCS)
(http://technet.microsoft.com/enus/library/cc779044.aspx

Note: In the Failover Cluster Management tool in \mvs Server 2008, the resource group is called

G{ SNBAOSE IyR !''LILXAOI(A2yadé ¢KSES G(SNX¥& I NB dz

Resource Properties
Each resource may expose several types of properties through Windows Server Failover Cluster

Management. For Windows Server 2008, these include:

1 General The basic properties for this resource type.

1 DependenciesThese define what other resources in the group must be online before a
particular resource can be brought online.

1 Policies These define ha the resource responds to a failure and what impact a failure of this
resource has on the entire resource group.

1 Advanced policiesThese policies control the possible owners and the heaittk intervals.

1 PermissionsThese define share and file pgissons for a fileshare resource. For example, SQL
Server Setup will instadl file-sharecluster resourcéo support theFILESTREAf®ature, if it is
enabled.

1 Registry replication These are the registry keys that are replicated across all nodes via the
checkpoint process.

1 Properties These are custom properties that are defined for the resource type.

For Windows Server 2003, a subset of the list above is included.

Qx¢
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Each resource has a set of possible owners, which are the nodes that the resource is allouwedr.

In most cases, you should not change the possible owners manually. However, one exception to this is
RdzNAy 3 GKS SESOdziAaAz2y 2F | NRftAy3d dzZlJRFGS 6KSNB 25
section below for more informationtherwise, SQL Server Setup will handle adding and removing

possible owners itself during installation, noaedition,node removal, and major version upgrades.

Resource dependencies enable you to customize what the resource dependératows Server
failoverclustering ensures the correct dependency order of startup and shutdown, and terminates any
resource that is dependent on a resource that fails or is offline. SQL Server and SQL Server Analysis
Services are dependent on the shared disk resources and thriename resource. The network

name resource is dependent on the IP address resource, and SQL Server Agent is dependent on the SQL
Server Database Engine resource.

Windows Server 2008 adds the ability to spe€ifgdependencies in addition tANDdependancies.
SQLServer2008 and earlier versions do not supp@Rdependencies between IP addresses, which is
necessary to enable nodes to run on different subnets.

Each resource also enables you to configure failover policies that determine:

Possible ownersAll resources within the same group should have the same possible owners.
Whether the resource should attempt to restart if it fails.

The maximum number of restarts to attempt on a given node within the specified period.
Whether failure of this resourcghould cause the entire resource group to fail over to another
node.

Pending timeout (the time-out value to let the resource change states).

ThelLooksAlivecheck (a basic resource healtheck interval).

1 ThelsAlivecheck (a thorough resource healtihed interval).

Note: Changing this interval does not affect the standard detection, which runs every 60
seconds. It does, however, change the interval at which the Windows Server Failover Cluster
service checks the cached result of the SQL Server resoltcdts not recommended to
change the interval from the default selection.

= =4 =4 =

= =

SQL Server 2008 uses the default policy of attempting to restart once on the same node on the first

failure within a 15minute interval. If a second failure occurs within therbéute interval, the entire

resource group fails over. Each resource is atsdigured to affect the group if a restart on the node is
unsuccessful. Each resource in the SQL Server resource group should be evaluated to ensure that its
failover policy aligns with business requiremerits2 YS Odza G2 YSNA Y I & AfleBtheA RS (2
groupt  aSGGAYy 3 0| G rddart NIhIuSchSSER, Rail avéeX alllrelources in this service or
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failure of these resources to causdadlover, resulting in downtime, for SQL Server.

1 The SQL Server Agent resource.
1 The FILESTREAM file share.



1 Microsoft Distributed Transaction Coordinator (MSDTC), if it is installed to the SQL Server
resource group.

1 SQL Server Analysis Services if it taliesl in the same failover cluster instance as the Database
Engine.

The pending timeut generally remains at the default value of three minutes; it is not usually necessary
to change this value.

All resources have a defallboksAliveinterval of five seonds. You can alter this value if you want to
check whether the service looks alive more frequently. It is recommended to leave the default setting
for this value.

SQL Server uses an internal process in the custom resource DLL to nséti@géogic forSQL Server
failover clusters. The internédAlivelogic maintains cached values to indicate the current state of the
SQL Server service. The internal timings for this logic cannot be changed. Changing the resource
properties for the SQL Server resourcehivi the Cluster Administrator changes the frequency that the
Cluster service checks the cached results of the SQL Server resource DLL.

The SQL Server resource exposes custom SQL&peaific properties for troubleshooting. In
Windows Server 2008, thesee visible on thd’ropertiestab. In Windows Server 2003, you can also
view these through the cluster.exe command:

cluster.exe RESOURCE [SQL Engine Resource Name] /PRIVPROPERTIES

For additional information about these propertieS § PO rtigs fothe SQL Server Resougce
sectonny GKS G¢NRdzof SakKz22dGdAy3 {v][ {SNBSNI CIAt23SNI /¢

Resource Group Properties
Each resource group exposes the following configurable properties:

91 Preferred owners order

1 AntiAffinityClassNamegthis property is not exposed via the Cluster Administrator graphical
user interface (GUI)).

1 Automatic failback policies.

1 Maximum number of retries or failures to attempt within a specified period.

You can use thpreferred ownerssetting to specify nodes thatre more desirable to run the

application on. If you select multiple preferred owners, you can also configure the order of preference.
On clusters that have more than two nodes, you should set your preferred owners list to provide a more
balanced failoveacross the cluster.

TheAntiAffinityClassNamesetting enables the user to specify applications that they do not want to run

on the same node. The property consists of zero or more arbitrarydefaned strings. Groups that

have string namesincommon&r al AR & FFAFSREYFNRY SI OK 2GKSNE GKA
should not be hosted on the same node if possible. For further information about how



AntiAffinityClassNamesvorks in conjunction with preferred owners, see
OAntiAffinityClassNames(Windoveghttp://msdn.microsoft.com/enrus/library/aa369651.aspx

Note: By default, SQL Server 2008 is configured with no preferred owneeduas for
AntiAffinityClassNamesThese are optiorigroperty settings.

¢ KS NB&az2dz2NOS 3INRdzLIA | faz2 SylotS é&2dz 12 O2y FAIdzNB
node. You can configure the policy to attempt failback immediately after the node is available again, or
within a maintenance rangegpiod, which is specified in hours. By default, automatic failback is not
configured for SQL Server 2008. When you configure failback, using immediate failback can result in SQL
Server failover that has less granular control than when allowing an admaioisto schedule when to

move the group.

You can also specify the maximum number of failover attempts or restarts for each resource group
within a specified time before leaving the resource group in a failed state. By default, the
SQLServer2008 resourcaroup is configured to tolerate two failures every six hours.

Common SQL Server Failover Deployments
There are various architectural deployment scenarios for SQL Server failover clustering. This section
describes the most common failover cluster configioas:

1 Single failover cluster instance twmde cluster.
1 Multi-instance cluster:

0 All nodes with active instances.

0 n+1 finstances with one spare node).
1 Multi-site failover cluster instance.
1 Guest failover cluster.

Note:¢ K S (i ANMRassWE éActive/Active € 2 NJ a2YS 20 KARINE O2 Wabsiviil G A 2y
0 & dzO Kctivie/Activé/Passive 0 = | NB indnjuristion with SQR Server failover clustering. This

was an accurate definition when you could only install a single SQL Servecénstaeach node in SQL

Server (on versions that predated SQL Server 200@yefore from the application (SQL Server)

perspectivel y & Yy 2 RS acOv@édzt padgivagS Ay G SNXY A 2 F Todgy howelied, { v[ { S|
with multiple failover cluster inginces able to run on a single node, and the potential of many more

nodes within the cluster, these terms can be imprecise and ambiguous when used to describe the
configuration of the SQL Server instances and the nodes they are runniligsomore accuri to

describe each failover cluster instance separately in terms of where it is currently running and what its
LI2adAo0fS 26ySNB | NBEP CAdINIKSNY2NBZ GKS a! OGA@S«k! O
some load balancing is occurring across namtescross SQL Server instances.

Single Failover Cluster Instance
The most common failover cluster configuration is a-weale cluster with a single SQL Server failover

cluster instance. This arrangement provides a dedicated machine to protect agairiaiitine of a
single node. It is strongly recommended that both machines in this configuration have the same


http://msdn.microsoft.com/en-us/library/aa369651.aspx

hardware provisioned to ensure that your workload continues to run after a failover without
undesirable performance constraints.

If there is a needb tolerate additional machine failures you can increase the number of nodes within
the cluster. SQL Server 2008 EnterpEsition will be requiredf you wantthe SQL Server failover
cluster to be able to fail over to more than two nodes. You shoutnl@ssider the quorum type of the
underlying Windows Server cluster to ensure that it can tolerate the desired number of failures.

Sometimes provisioning dedicated spare machines for each SQL Server failover cluster instance is too
costly and you may beilling to trade off availability for hardware utilization by combining multiple SQL
Server failover cluster instances on a single failover cluster. This is referred to asiastarie failover
cluster.

Multi -Instance Failover Cluster
There are two commmn types of multinstance clusters. The first is where all nodes are running one or

more failover cluster instances. When a node fails, all of the failover cluster instances that it is hosting
will fail over to another node. The primary considerationtfus configuration is whether each node has
enough hardware capacity to run the peak workloads for the failover cluster instances that it already
hosts, plus the failover cluster instances that it will take over in the event of the failure of another node.
This issue can be compounded if you need to tolerate multiple node failures. You can use the preferred
owners andAntiAffinityClassNamesesource group properties for greater control of the balancing of
SQL Server instances during a failure scenarim &syi availability solution, you should ensure that

there is enough spare hardware capacity to continue serving the application workloads in the event of
machine failure(s). Alternatively, you should be prepared to run under a modified service level
agreenent (SLA) for the duration that the node is unavailable. Semsiderations foBQL Server
Consolidation with &ailover Clustek yInstélling aSQL Servet008Failover Clustér
(http://msdn.microsoft.com/enus/library/ms179410.aspy?or example scenarios of what to consider

in a multiinstance failover cluster.

The second commonmuiiy a G I y OS Of dzZa G SNJ O2y FA I dzNI ey A a ¢ KI
configuration. In a numberfarodes (), each node is running one or more active failover cluster

instances, and a dedicated spare node (+1) is available to take on the workload of any other node upon
failure. This configuration reduces potential capacity considerations duringefdiiat arise when all

nodes are active. It also generates greater machine utilization because you can use the dedicated spare
machine across multiple failover cluster instances.

You can, of course, increase the number of spare nodes to any number, a&slgog stay within the
SQL Server supported limits of nodesyour operating systenversion. Using preferred owners and
AntiAffinityClassName®n the resource group gives greater control over SQL Server failover cluster
instance allocation or balancingidng multiple failures.

Multi -Site Failover Cluster
A multisite failover cluster includes nodes that are dispersed across two physical sites or data,centers

with the aim of providing a disaster recovery solution to protect against site failure. Sonsetiuks-
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site failover clusters are callegeographically dispersed failover clusterstretch clustersin addition
to Windows Server failover clustering, SQL Server relies on two key pieces of technology irsgiemulti
failover cluster:

1 Storagereplication technology (for example, SAN replication) to ensure that the dependent
disks can fail over.
9 Stretch virtual LAN (VLAN) to provide a single subnet across all nodes.

When you choose a storage replication technology for raillé failover clusteng, ensure that it meets
SQL Server storage requirements and that your databases and their logs are synchronously and
consistently replicated in order to avoid data loss. If your database and log files reside on different
volumes, you should work with yogtorage solution to ensureonsistency between the data and log
file when SQL Server recovers the database after a faildberkey concern is that SQL Server write
ordering requirements are adhered to and that the data is consistent even when netmerkuiptions
or failures occur.

Although features of Windows Server 2008 added functionality to supportswiet failover clusters,

SQL Server 2008 does not support this additional functionality and requires that all nodes reside on the
same subnet. Bferent sites or data centers often do not share a single subnet, so implementing a multi
site failover cluster for SQL Server 2008 generally requires the use of a stretch VLAN solution to expose a
single subnet on all nodes of a SQL Server failover clinstance. This is an appropriate configuration

(single subnet) for a mulite SQL Server failover cluster.

By using the storage replication and stretch VLAN technologies to provide common network and storage
access to all nodes, a mutiite failover tuster will appear to SQL Server 2008 to be similar to a standard
singlesite failover cluster.

When you configure a multiite failover cluster, you must also consider:

1 The effect that site failures or a loss of communication can have on quorum.
Configuring quorum settings on a megite failover cluster is the san@sconfiguring them for a
singlesite failover cluster. However, a muttite cluster configuration is designed to protect
against a site failure and is also susceptible to a lossramuntation between physical sites.
Therefore, ypically, the quorum is configured so that either site can run should the other fail.

1 The configuration of heartbeat settings to tolerate increased latency.
Depending on the latency between the sites auymulti-site failover cluster, you may want to
increase the tolerance for Windows Server failover clusteringintele heartbeat to avoid
latency falsely being detected as stress.

{ S feqdirements ad Recommendations for a Muffite Failover
Clustek(http://technet.microsoft.com/enus/library/dd197575.aspMfor additional resources about
configuring multisite clustering, including specific details about how to configure the beatt
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You can, of course, combine mtsfte failover cluster instances into the muiliistance failover cluster.

Note: Some multisite failover cluster implementations have experienced failures of SQL Server Setup
during disk qualification. This is dueitow SQL Server 2008 Setup investigates disk resources and the
resources that are dependent on those disks. See the Developer Note fulfuvther technical
information about this. If you believe you are experiencing this problem, consider:

1. Using the Féover Cluster Management MMC to verify that all disks are part of the same group
and that there are no nondisk resource dependencies to any of the disks.
2. Contactthe hardware partner for advice on the appropriate course of action.

Developer NoteSQL Seerr 2008 Setup does not look at the physical storage resource liygtead the
CLUS_RESCLASS_STORAGE flag is investigatiétbokefior storage resources and check
dependencies. If you are getting blocked during disk qualification, it is likelg tleestource in the
dependencychain does not have that flag set. If the resources on both sides of the dependencies are
CLUS_RESCLASS_STORAGE, then they will not be blocked by S®tufeRlease note that this
applies to the entire storage dependengsaph.SQL Server Setup walks the entire graph to make sure
that it has only CLUS_RESCLASS_STORAGE. Even if the deptmatesreidgectly connected to the
disk resource are all valithe whole chain is disqualifiefithe replication solution is refenced by for
exampleaservice Any graptthat containgust CLUS_RESCLASS_STORAGE should pass the check.

Guest Failover Cluster
Aguest failover clusteis a SQL Server failover cluster inside a virtual machine where the nodes are

running as virtuamachines. Both SQL Server 2005 and SQL Server 80pgort guest failover
clustering, providedhat it meetsthe following requirements:

1. The lostoperating systenis running in one of the following virtualization environmgnt
1 Windows Server 2008 with Hype 1 ®
1  Microsoft Hypefvu Server 2008
1 Configurations that are certified through the Server Virtualization Validation Program
(SVVP).
2. Theoperatingsystemthatisrunnind Ay (GKS @ANIdzZ t YI OBEEPSFco00KE
Windows Server 2008 or higher
3. The virtualization environment meets the requirements of Wind&esver2008failover
clustering as documented iiirhe Microsoft Support Policy for Windows Server 2008 Failover
Clusters (http://sup port.mirosoft.com/kb/943984.

Each of the SQL Server guest cluster nodes can run on the same physical host machine or different
physical host machines. If SQL Server guest clustering is running on the same host, its availability will be
affected when the bst becomes unavailable. Thus for maximum availability and protection, consider
running the active node and standby node of a SQL Server guest cluster on different physical host
machines.

a
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For support policy and details, please refet®upport policy for Microsoft SQL Server products that are
running in a hardware virtualization environmérghttp://support.microsoft.com/kb/956893.

Multiple SQL Server Versions Within the Same Windows Server Cluster (SQL

Server 2000 and 2005 with SQL Server 2008)

As mentioned above, you can install multiple SQL Server failover cluster instances on the same Windows
Server failover cluster in what is often callethalti-instance clusterin this configuration, each instance

has its own set of binaries, which can be at different service pack (SP), cumulative update, or hotfix
versions, with the exception of some shared features that are covered later in this topic.

On a Windows Serveruslter, coexistence of SQL Server 2008 with SQL Server 2000 SP4 or later, and SQL
Server 2005 SP2 (being the lowest currently supported service pack for SQL Server 2005) or later
versions is supported. Of course, it is recommended to run each versionhegithast recent service

pack available to ensure that your application is protected by the mosbwfate fixes available. See

the Microsoft Support Lifecyclttp://support.microsoft.com/lifecyclej page for currently supported

versions including minimum supported service pack levels for each version.

There is one caveaif.you need SQL Server 2000 along with SQL Server 2005 or SQL Server 2008, you
must install SQL Server 2000 SP4 on each failblwstec nodebefore youinstall SQL Server 2005 or SQL
Server 2008This is due to the version of the SQL Server failover cluster resource DLL and its version
compatibility. This limitation also mearthat you cannot addodes to,or removethem from, aSQL

Server 2000 failover cluster instance after installing SQL Server 2803 .o%erver 2008 possible, it is
recommended, but not required, that you do one of the following:

1. Install SQL Server 2000 failover cluster instances on nodes without S@t_28&% or SQL
Server 2008.

2. Upgrade all SQL Server 2000 failover cluster instances to SQL Server 2005 or SQL Server 2008.

You can install SQL Server 2005 and SQL Server 2008 failover cluster instances in any order that you
want. When you install SQL Ser2€08 through the user interface (Ul), tReature Selectiorscreen is
separated into two main sectionBistance Featureand Shared Features

Instance Featuresefers to the components that are installed once for each instance so that you have
multiple copies of them (one for each instance) on each node that is a possible owner of an instance.
Each instance can be a separate version that has a different patchWéweh you install a patch,
whether it is a service pack, a hotfix, or a cumulative updatgdates only the files for one instance on
one node, plus the shared features if they have not already been updated.

Shared Featuresefers to features that are common across all instances on a given machine. Shared
features include the client tools, ¢hBrowser service, and the failover cluster resource DLL. Each of
these shared features is designed to be backward compatible with supported SQL Server versions
(service packs, cumulative updates, and hotfixes) that can install side by side. Thereoist, @@ copy
of each shared feature for each version on each node.
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Advantages of SQL Server 2008 on Windows Server 2008 Clustering

Although a Windows Server 20@dlovercluster supports theinstallation of SQL Server 20f8lover
clustering, Windows &ver 200&ailoverclustering introduces severahportant new features that SQL
Server 2008ailoverclusteringtakesadvantage of:

1 The emoval ofthe validation requirement for cluster solution hardware and components
with the Hardware Compatibility Lis(HCL)and Windows ServerCatalog
Before2 AYR2g6a {SNIBBSN)I Hnny> aAONRaz2Fd &ASNISNI FFAf?2
if the entire cluster solution was listed in the Windows Server Catalog undezltrster
Solutionscategory. Matching a giveruster hardware solution against the Windows Server
Catalog could be challenging, and often required further communication and validation with the
solution vendor to determine supportability.
Windows Server 2008 removes this requirement. Instead of ¢hgakith the Windows Server
Catalog, your Windows Server 2008 cluster solution must instead pass valioiatisimg the
Windows Server 2008 Cluster Validation T8efforecluster configuration, this tool scathe
server nodes and storagbat you intend to use for your cluster solution. The tool validates
hardware and reports on any blocking issues that may impact the support ¢ditbeercluster,
detailing issues across storage, the operating system, hardware, and network components. If all
hardware components are certified for Windows Server 2008 and the validation passes all tests,
the failoverct dza G SNJ a2f dziA2y Aad &dzZLII2NISR FTNRBY aiONRa&:z

9 Internet small computer system interfaca$CSlsupport
Expanding SQL Server 208Bovercluster storage options beyond Fiber Channel and Serial
Attached SCSI (SAS) storage connections, Windows Servda@@& clusters support iSCSI
storage connections.

91 IP version 61Pv6)support
Windows Server 2008 DNS servers support,iwtaith expands IP address size to 128 bits
(rather than32 bits with IPv4). SQL Server 28@8®verclustering natively supports IPv6.

9 Dynamic Host Configuration ProtocdDHCPsupport
DHCP is now supported for Windows Server Zal8vercluster servemodes. The cluster
service is responsible for managing the IP addresses, and SQL Servieilag08&:lustering
supports this scenario. However, from a system stability perspedtiigestill recommended to
use static IP addresses for the Windows Se?@88failovercluster server nodes rather than
DHCP when hosting SQL Server Z@d8verclusters. Any service or application dependencies
on an IP address that fails to renew could cause a failure in the IP address resoadwdition
to a failure wih the clustered service or application.

i Service SIDs
SQL Server 2005 failover clustering introduced the requirement of designating domain groups
during installation. Domain groups were used in the installation process to provision ACLs and
required permis®ons. These designated domain groups required that the SQL Server service
accounts already be members of the domain graufpthis was not the case, permissions were
needed to add them as members. This requirement added administrative difficulty to gralbv



installation procesbecausdt became hard to create a common separation of duty between
database administratoidBA teams and Active DirectoBadministrators.

Whenyouinstall a SQL Server 20f28lovercluster on a Windows Server 20€dlovercluster,
domain groups are no longer required. Instead, you can choose to designate the use of service
SIDs. Whegouinstall a SQL Server 2008A f 2 S NJ Of dzZAi 1 SNE @2dz RSaA3Iyl i
bypass the need to provision domain groups. Ser@iDs, introduced in Windows Server 2008
and Windows Vistagnables you to bingermissions directly to a Windows service.
1 Supportednumber of cluster nodes
The 64bit edition of Windows Server 2008 Enterprise expands the number of nthddsare
supported in a single cluster to 16&n Windows Server 2003, only eiglodeswere supported.

Althoughmany of the new featurethat wereintroducedin Windows Server 2008 failover clusteriage
available with SQL Server 2008, a few Windows Server 2808des are not currently supported or
exposed to SQL Server 2008:

T Installation on Windows Server 2008 Server Core
SQL Server 20G8iloverclusters and stanéilone instances of SQL Server 2008rante
supported on Windows Server 2008 Server Core.

1 Separatesubnets for cluster nodes
Although Windows Server 20@8iloverclusters support separate subnets for cluster nodes, SQL
Server 2008ailoverclusters do not. Due to the popular demand for this feature, it is expected
that multi-subnet support will be adkd in a future version of SQL Server.

SQL Serverinstallation and Setup

The installation process for SQL Server Za@l8verclusters has changed significantihefocused and

discrete installation steps within theetup of thefailover clustemelp tominimizefailures They also

ensure that you can accomplisfiore discrete taskandinstallation optionsduringSQL Server 2008

failover cluster setupUnlike earlier versions, when ydnstall or upgrade a SQL Server 2008 failover

cluster, you must ruthe setup process fad8QL Servendividuallyon each node of the failover cluster.

To add a node to an existing SQL Server failover cluster, you must run SQL Server Setup on the node that
is to be added to the SQL Server failover cluster instdviakke SQL Server 2005, the node that needs

to be managedar modifiedis where the SQL Server Setup should be executed from.

Before you begithe SQL Server installatiowalidate the hardware configuration and the functionality
of the underlying WindowServerfailovercluster by confirminghat all resources can faiver and

come online. As discussedtire previous sectionyou carutilize theclustervalidationwizard for
Windows Server 2008 anle WindowsServerCatalogo search for completelaster solutions for
previous Windowserverversions. Alsdyefore the installation, you should reference tf@lowing
topics in SQL Server 2008 Books Online:

1 Planning a SQL Server Installatfbttp://msdn.microsoft.com/enus/library/bb500442.aspx
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1 Before Installing Failover Clusterigg$ S S & LJS Pdinistaidtion chécKis& & S)OG A 2y
(http://msdn.microsoft.com/erus/library/ms189910.aspx

Important: If you are applying Seoe Pack 1 for SQL Server 2008 or later, consider using the new
slipstream functionality, not only to reduce the installation time but also to have the benefit of setup
fixes. If you are not going to install a service pack,stwould apply cumulative uptis for SQL Server
Setupbefore you install SQL Server 2008. For more information about known issues and detailed
instructions, se@How to updateor slipstream an installation QL Server 2068
http://support.microsoft.com/kb/955392

Installation Options for a SQL Server Failover Cluster

There are two options for installing a SQL Server 2008 failover cluster: Integrated and
Advanced/Enterprisenstallation. Each option is designed to handle déférscenarios, although each
option is capable of delivering exactly the same end result. Both installation options are available in the
SQL Server 2008 Setup Wizard and via comrpamichpt installation.

Integrated Installation
Integrated installation satisfies the most common requirements for SQL Server deployimesgsated

installation is used for creating a SQL failover instance, adding a node to an existing cluster, and
removing a node from an existing cluster regardlefsthe original installation option.

SQL Server integrated failover cluster installation consists of the following steps:

1. Create and configura singlenode SQL Server failover cluster instance. When configuration of
the node is successful, you have a ftiigctional failover cluster instance. At this point, it does
not have high availability because there is only one node in the failover cluster.

2. On each node to be added to the SQL Server failover cluster, run Setup with Add Node
functionality to add thanode.

For stepby step instructions for installing a SQL Server 2008 failover cluster instance by using the
integrated installation option, seAppendix A: How to Create a SQL Server 2008 Failover Gluster
Integrated Installation with Add Node

Advanced/Enterprise Installation
TheAdvancedEnterpriseinstallation optionenables users to take advantageaotwo-phase SQL Server

failover cluster instadition process This is beneficial imgerprise deploymensolutiorsthat use
technologies such @&ystems Management Sery&MS or scripted deploymentéalthough this is not
required).In the first phase, the setup preparéslover cluster instancesimultaneoushby distributed
deployment technology such aMS orWindowsPowershelk, although you can run settpdividually
on each nodetoo. Phase two completethe failover cluster creation across aflthe prepared
instancessimultaneously The FPepare step instadithe binaries and files that are necesséwy SQL
Server to run on each nodand theComplete stepjoinsthe prepared nodes to create a SQL Server
clustered instance.
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SQL Server Advanced/Enterprise failover cluster installation consists of the following steps:

1. Prepare Running the Prepare Failover Cluster setup on one node @#aeConfiguration.ini
file that lists albf the settings that were specified. On the additional nodes to be prepared,
instead of following these steps, you can supply the aadaerated Confjuration.ini file from
the first node as an input to the Setup command liFer more information, seé K Bsing a
Configuration Filesectionbelow. This step prepares the nodes to be clustered, but there is no
operational instance of SQL Server at tinel @f this step.

2. Complete After the nodes are prepared for clustering, run Setup on the node that currently
owns the shared disk resource. This step configures the failover cluster instance and finishes the
installation. At the end of this step, you wilhve an operational SQL Server failover cluster
instance and all of the nodes that were prepared previously for that instance will be the possible
owners of the newly created SQL Server failover cluster.

Note: The Preparstepdoes not require a underlyirg WindowsServerfailover cluster to be
established. The Complestep, howeverdoes require that the underlying Windov@&erver
failover cluster exists. If it does not, setup prové@a error and exit.

For stepby-step instructiongo install a SQL Semv008 failwer cluster instance by using the
AdvancedEnterprise installation optionseeAppendix Blnstallinga SQL ServefR8 Failover Cluster
Using Advanced/Enterprise Installatiohthis document

Adding a Node to a Failover Instance

SQL Server 2008 provides specific installation steps to incorporate a node within the cluster as a
potential node for a SQL Server failover instance to run on. To add a cluster node that is not already
configured as part of 8QL Server instance, you must run setup on the node to add it to the SQL Server
failover instance. This process copies the binaries to the local node and configures the node to be part of
the SQL Server cluster. By default, when a node is added to &failosgter, it is added to the end of

the list of the available nodes and becomes available for failover.

For stepby-step instructions to add a node to an existing SQL Server 2008 failover clustéppsaalix
C AddNodeof this document.

Removing a Node from a Failover Instance

Sometimes it is necessary to remove a node from the list of servers that are configured to host a SQL
Server failover cluster instance. Scenarios where this can be helpful include upgradiwgreson
particular nodes or as part of the process of addressing a node failure.

Removing a cluster node removes the binaries and the SQL Server configuration information from that
node. It also eliminates it as a host of the SQL Server failover iestiamae which it was removed. The
removal process itself does not introduce any downtime for the SQL Server failover instance.

For stepby-step instructions to remove a node from an existing SQL Server 2008 failover cluster, see
Appendix DRemoving a Nodef this document.




Uninstalling a SQL Server Instance

To completely uninstall an instance of SQL Server 2008, each node needs to be removed as part of the
SQL Server failover cluster. When SQL Server is removethiedast node of the cluster, the instance

and all of the SQL Server resources that are associated with it will be removed from the cluster. Physical
disk resources and user data are left intact.

Unattended Installation of SQL Server 2008 Failover Clusteri ng

Using the attended GtHased installation interface is suitable for environments that require infrequent
installations. However, large enterprise environments that have hundreds or even thousands of
SQLServer instances will probably need to streamline installation and maintenance process by using
an unattended installation, which is based on twmmand prompt. This section describes how to
perform unattended installation tasks that are related to failover clusters by using the command
prompt. Thefollowing section describes how to use a configuration file in conjunction with a command
prompt installation.

Unattended commangbrompt installations allow a variety of actions, including:

Install

Upgrade
Remove
Uninstall

Repair
RebuildDatabase
Patch
RemovePatch
EditionUpgrade
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Commandprompt installations also include a set of actions that are specific to SQL Server 2008 failover
clusters, including:

1 InstallFailoverCluster
This action creates the first SQL Server failover cluster instance thavmumsingle cluster node
by using the integrated installation setup process.

1 AddNode
This action adds a cluster node as an available failover partner to a SQL Server failover cluster
instance that is already installed as part of the integrated installag@&tnp process.

1 RemoveNode
This action removes the server node from the list of available failover partners, removing local
SQLServerbinaries and services. If you perform this action on the last available node of a SQL
Server 2008 failover cluster, th€8 Server 2008 failover cluster instance is removed entirely.

1 PrepareFailoverCluster
This actiompreparesthe nodewith necessary binariesnd services without bringing the SQL
Server instance online. It is run as part of the advanced/enterprise installptbcess. You



should execute this option for each server node that should be available to the SQL Server 2008
failover cluster instance before issuing tBempleteFailoverClusteaction.

1 CompleteFailoverCluster
This action brings the SQL Server 2f20@ver cluster instance online on the active cluster
server node that owns the shared disk that will host the SQL Server database files. It is run as
the last step of the advanced/enterprise installation process.

The method for initiating an unattende@mmandprompt installation involves calling treetup.exe
executable file from the context of the installation directory, followed by a series of parameter and
value switches that use intuitive naming standards.

Parameters are preceded by a slash maylafid are followed by an equal sign (=) and the associated
parameter value. For example:

/INSTANCENAME="CAESAR"

Executingetup.exe /?at a command prompt generates a comprehensive description of available
commandprompt installation options. The followirtgble shows an abridged list of options that apply
to failover clustering operations that will be demonstrated in this white paper.

Option Description
AGTSVCACCOUNT Specifies a domainser nameor the SQL Server Agent servic
Specifies the password for the SQL Server Agent service
AGTSVCPASSWORD account. This is not required for a system account.
CONFIGURATIONFILE Specifies the configuration file to be used for setup.
Specifies a cluster shared disk to associate tiehSQL Server
FAILOVERCLUSTERDISKS failover cluster instance.
Specifies the name of the clustersourcegroup for the SQL
FAILOVERCLUSTERGROUP Server failover cluster instance.

Specifies an encoded IP address. The encodingseani&olon
delimited (;) and follow the format
<IPType>;<address>;<network name>;<subnet mask>.
FAILOVERCLUSTERIPADERESS| Supported IP types include DHCR4|Rnd IR6.

Specifies the name of the SQkrver failover cluster instance.
This name is the e/ork name that is used to connect to SQL
FAILOVERCLUSTERNETWORKN]| Server services.

Specifies features to install, uninstall, or upgrade. The list of
top-level features includeSQL, AS, RS, IS, and ToolsSTie
feature instals the DatabaseEngine, replication, andull text.
The Tooldeature installs management tools, SQL Server 20(
Books @line, Business Intelligence Development Studio, ang
FEATURES other shared components.

INSTALLSHAREDDIR Specifieghe root installation directory for native shared




components.

INSTALIGA DATADIR The Database Engine root data directory.

INSTANCEDIR Specifieghe instance root directory.

Specifieghe Instance ID for the SQL Server featuhed you
have specified. SQL Server directory structure, registry
structure, andservice names will reflect the instance ID of theg
INSTANCEID SQL Server instance.

Specifies default or named instance. MSSQLSERVER is th
default instance for editionsef SQL Server other than Expressg
for Express, the default instanceSQLEXxpres$his parameter
is required wheryouinstall the SQL Server Database Engine

INSTANCENAME (SQL), Analysis Services (AS), or Reporting Services (RS).
SAPWD Specifies ag@ssword forthe SQL Servegaaccount.

Specifies the authentication mod&he defaultis Windows
SECURITYMODE Authentication. Use "SQL" for Mixed Mode Authentication.

Specifies the efault directory for the Database Engine backu
SQLBACKUPDIR files.

Specifies a Windows collation @aSQL collation to use for the
SQLCOLLATION Database Engine.
SQLSVCAOUNT Specifies a domaincaount forthe SQL Server service

Specifies a SQL Server service password. Reaquihgdor a
SQLSVCPASSWORD domain account.

Specifies &Vindows account(s) to provision asSQL Server
SQLSYSADMINACCOUNTS system administratar

When you perform a commanrprompt installation for a failover cluster, you need to have local
administrator rights on the server nodes, and the permission to log in as a service and act as part of the
operating system. The following example uses thegrated installation method to create the first

node of a SQL Server cluster instance and the SQL Server 2008 failover cluster instance itself. The
specific action that is selectedlisstallFailoverCluster

setup.exe /q /ACTION=InstallFailoverCluster

/[FEATURES=SQL

/INSTANCENAME="CAESAR"

/INSTANCEID="CAESAR"

/INSTANCEDIR="C: \ Program Files \ Microsoft SQL Server"
/INSTALLSHAREDDIR="C: \ Program Files \ Microsoft SQL Server"
/SQLSVCACCOUNT="ROMEOD MNS QL SRVO0 10
/SQLSVCPASSWORD="XYZ12345"
/AGTSVCACCOUNT="ROMEO1DMNSQLSRVAGTO01"
/AGTSVCPASSWORD="XYZ12345"



/INSTALLSQLDATADIR="S: \ MSSQLSERVER"
/SQLCOLLATION="SQL_Latin1_General CP1_CS_AS"
/FAILOVERCLUSTERGROUP="CAESAR"
/FAILOVERCLUSTERDISKS="Cluster Disk 3"
/FAILOVERCLUSTERIPADDRESSES="IPv4;172.29.10.160;Cluster Network
1;255.255.248.0"

/FAILOVERCLUSTERNETWORKNAME="SQL"
/SQLSYSADMINACCOUNTS="ROMBMdministrator"
/SECURITYMODE=SQL

/SAPWD="Yukon900"

/INSTALLSHAREDWOWDIR="C: Program Files (x86) \ Microsoft SQL Server"

Note that the previougxample was illustrative, and requires modification for your specific
environment. Also note that the followingyntax will not work with slipstream instatlons, which

require alPCUSOURCE paraméter { H\8 to apdate or slipstream an installation of SQL Server£008
for a description of the slipstream process.
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interface). After the singl@ode SQL Serv@008 failover cluster instance is installed, you can then add
additional nodes by using the ACTION typAddNode

setup.exe /q /ACTION=AddNode /INSTANCENAME="CAESAR"
/SQLSVCACCOUNT="ROMEODMNSQLSRV01" /SQLSVCPASSWORD="XYZ12345"
/AGTSVCACCOUNT="ROMEO\IDMNSQLSRVAGTO01" /AGTSVCPASSWORD="XYZ12345"

Notice that, when adding a node in the previous example, it required far fewer parameters than when
having to add a new SQL Server 2008 failover cluster instance by usingtti-ailoverClustexction.

You shold execute theAddNodeaction for each server cluster node that you want to make available for
the SQL Server failover cluster to fail over to. For example, if you have-addefailover cluster, after
executing arinstallFailoverClustexction, you wold execute arAddNodeaction unattended installation

for each of the other three nodes.

In a similar way to adding a node, removing a node requires very few parameters.

setup.exe /q /ACTION=RemoveNode /INSTANCENAME="CAESAR"

To completely uninstall a SQLn8= 2008 failover cluster instance, you execute RemoveNodaction

for each node where the SQL Server 2008 failover cluster instance was added. For example, for a four
node cluster, you would execuiRemoveNodéour times, one for each node. After afithe nodes are
removed, the SQL Server 2008 failover cluster instance is effectively uninstalled.

Using a Configuration File

Instead ofdesignating all setup parameters in setup from the command line, you can use a configuration
file that contains your desired setup options. A configuration file is automatically created whenever you
use the setupvizard Itis namedConfigurationFile.irind iscreatedin the <drive>{Program

FiledMicrosoft SQL Sen/rO0 Setup Bootstrag od<YYYYMMDD_HHMMSfectory. The file is


http://support.microsoft.com/kb/955392

generated whether you complete an actual setup or.nterefore you can generate the file without
initiating a setup by steping through the setup dialog boxes and then canceling the datfqre
completion of theReady to Instalblialog box.

When the configuration file is automatically generated, it contains name/value pairs that represent the
various installation options a@hsettings that were selected using the user interface. (Passwords are the
exception here; you must designate them manually for security reasons.) At the time of writing, when
you perform aSQL Server 2008ilovercluster attended instadltion, the
FAILOZRCLUSTERIPADDRESSKHSpébN is not populated inte Configuration.ini file after the
installation is complete.To address this issue, you must manually add the
FAILOVERCLUSTERIPADDRES#ESp8en to your configuration file.

You can use the gendeal ConfigurationFile.irfile as an alternative to designating all parameters in the
command prompt session for an unattended installation, or to troubleshoot a failed installation.

The following example shows an unattended installation (using integiatdllation) of a new SQL
Server 2008 failover cluster instance by using a configuration file.

Setup.exe /q /Configurationfile="C: \ temp\ ConfigurationFile.ini"

The configuration file in this example contains the various parameters and values that airedeiqu
create a new singtaode instance failover cluster, using integrated installation. The following example
shows the abridged configuration file (with comment lines removed).

;SQLSERVER2008 Configuration File
[SQLSERVER2008]

ACTION=InstallFailoverCluster

FEATURES=SQL

INSTANCENAME="CAESAR"

INSTANCEID="CAESAR"

INSTANCEDIR="C: \ Program Files \ Microsoft SQL Server"
INSTALLSHAREDDIR="C:\ Program Files  \ Microsoft SQL Server"
SQLSVCACCOUNT="ROMB@MMNSQLSRV01"
SQLSVCPASSWORD="abcB25!#$"
AGTSVCACCOUNT="ROME@MNSQLSRVAGTO1r"
AGTSVCPASSWORD="abc12345!#$"

INSTALLSQLDATADIR="S:\ MSSQLSERVER"
SQLCOLLATION="SQL_Latin1_General_CP1_CS_AS"
FAILOVERCLUSTERGROUP="CAESAR"
FAILOVERCLUSTERDISKS="Cluster Disk 3"
FAILOVERCLUSTERIPADDRESES="IPv4; 172.29.8.124;Cluster Network
1;255.255.248.0"

FAILOVERCLUSTERNETWORKNAME="SQL"
SQLSYSADMINACCOUNTS="ROME®tministrator"
SECURITYMODE=SQL

SAPWD="@123abcde##"



INSTALLSHAREDWOWDIR="CProgram Files (x86) \ Microsoft SQL Server"

By default, paswords are not populated in the configuration file, so you will need to add them

manually. Also, notice that the parameter names are identical to the comrpamthpt setup switches.

In this example, after using the configuration file to create the intistieince, you can choose to add

nodes to the instance by designating parameters via the command prompt, or you can again choose to
use a configuration file.

The following example demonstrates adding a node to an existing failover cluster.

Setup.exe /q /Conf igurationfile="C: \ temp\ ConfigurationFile.ini"

Notice that the unattended installation syntax was identical to the previous example, even though we
are designating a different action in the configuration file. NaelNodeaction is designated within the
body of the configuration file, along with the parameters that are required to add a node for an existing
failover cluster, as the following example shows.

;SQLSERVER2008 Configuration File
[SQLSERVER2008]

ACTION=AddNode

| NSTANCENAME="CAESAR"
SQLSVCACCOUNT="ROMB@MMNSQLSRV01"
SQLSVCPASSWORD="XYZ12345"
AGTSVCACCOUNT="ROME@MMNSQLSRVAGTO01"
AGTSVCPASSWORD="XYZ12345"

Finally, the following example demonstrates the removal of a cluster node by using a configuration file.
Using this method rather thathe commandprompt does not save much typing, but both options are
available for you to choose from.

Setup.exe /q /Configurationfile="C: \ temp\ ConfigurationFile.ini"

The abridged configuration file that is used to remove a niode failover cluster is shown in the
following example.

;SQLSERVER?2008 Configuration File
[SQLSERVER2008]

ACTION="RemoveNode"
INSTANCENAME="CAESAR"
FAILOVERCLUSTERNETWORKNAME="SQL"

By using configuration files, you can modularize the various unattéirdgallation actions you want to
perform and keep the parameters out of the command prompt. A configuration file is also generated



when you use thé&etupUI, so you can reuse the generated configuration file, or simply use it as a
reference to understantiow your SQL Server failover cluster was set up.

Post-Installation Considerations
After installation is complete, but before deploying the cluster live in a production environment, there
are several issues to consider.

Adding Additional Cluster Disks for SQL Server
Although SQL Server 2008 failover cluster setup enables you to choose multiple disks for SQL Server data

and log files, you may need to add additional cluster disks, which were not configured initially during
setup, for use with SQL Server. FodzNIi K SNJ Ay A G NUzOG A2y a | 62dzHowK2g6 G2 |
to: Add pendencies to a SQL SeriRersourc® €

Note: Adding a disk as a dependency will incur downtime, so you shaeddlyighlan your disk
configuration at the time of the initial installation.

You can use mount points with SQL Server 2008 cluster nBdesnore information, seéHow to
configurevolume mount points on aMicrosoft Quster Serverd €
(http://support.microsoft.com/default.aspx?scid=kb;ears;Q28029y

Verify SQL Server Resource Failover
After installation is complete, you must properly test it to ensure that it workexgected. Follow these

steps to do this:

1. Start Cluster Administrator.

2. Rightclick the resource group that contains the SQL Server or Analysis Services instaliekion,
Move Group and thenclickanother nodein the cluster.
SQL Server should now stop the nodethat it was owned by and start on the other node.

3. RepeatSep 2 for each node of the cluster.

4. Ping the SQL Server and Analysis Services IP address from all nodes within theotlisten
a computer outside the clusteto ensure that IP adress resolution occurs correctly.

5. Ping the SQL Server and Analysis Services name from all nodes within the @hdftem a
computer outside the clusteto ensure that there are no problems with name resolution.

SQL Server Management Tools and Client Installation

If SQL Servatienttools, such as SQL Server Management Stadéoinstalled during setup, they are
installed as a shared resource. Therefore, only one set of client tools will exist on any given node of the
cluster. These client tools ashared across all instances of SQL Server that are installed on the cluster.

SQL Server client tools ackosen as a specific part of the SQL Server iastail If the tools are

installed on the first node of the SQL Server cluster, they are autonmwatézided to any nodes that may

be added later to the SQL Server cluster by using Add Node. This behavior differs from SQL Server 2005
Cluster Setup, which only installed the client tools on the local node.


http://msdn.microsoft.com/en-us/library/ms177447.aspx
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If you do not install the SQL Server 2008 clients when you initially install the SQL Server, you may
install them afterwards by using the options described below.

Via the SQL Server Setup Program

1. Start SQL Server 20@8tup.

2. On the Installation pagelickNew SQL Server staralone installation oradd features to an
existing installation (Do not clickNew SQL Server failover cluster installatipn

3. On the Installation Type pageickPerform a new installation of SQL Server 20(Bo notclick
Add features to an existing instance of SQL Server 2008

4. On the Feature Selection pagelect the toolghat you want to install and continue through the
rest of the setup process.

Using the Command-Line Setup
To install the basic SQL Server management taatstire commandn the following examplen the

node where you wanto install the SQL client tools.

Setup.exe /q /ACTION=INSTALL /FEATURES=SSMS

This installs SQL Server Management To8lasi¢ whichincludes the following:

SQL Server Management Studio support for the SQL Server Database Engine
SQLServer Express

Thesqglcmdtool.

The SQL Serv&indowsPowerShell provider

=A =4 =4 =

To install the complete SQL Server Management Tools, run the command in the following example on
the node where you want to install the SQL Server client tools.

Setup.exe /q /ACT ION=INSTALL /FEATURES=ADV_SSMS

This installs SQL Server Management To@lemplete whichincludes the following components in
addition to the components in the Basic version:

1 SQL Server Management Studio support for Reporting Services, Analysis Samdices
Integration Services

1 SQL Server Profiler
1 Database Engine Tuning Advisor

Removing the SQL Server Client Tools
Removing the SQL Server client tools is a separate operation from removing a SQL Server instance from
a node of a clusteevenRemove Noé is choseron a particular nodgthe client components, if



installed, will remain installed on the node. Thwill appearin Addor RemovePrograms asvlicrosoft
SQL Server 200&nd carbe remove them from there.

Considerations for Installing Other Compon ents in a Failover Cluster

In addition to the SQL Server Database Engine, you can also install other components into a failover

cluster, including SQL Server Analysis Services, SQL Server Reporting Services, and SQL Server Integration
Services. There ar@eacial considerations for running these services within a failover cluster

environment, which are outlined below. We will also address considerations for the Microsoft

Distributed Transaction Coordinator (MSDTC).

Analysis Services
Analysis Services is installed by SQL Server Setup as a generic application. It can be installed alongside a

SQL Server instance, although this is not a requirement. By default, the Analysis Services resource is not
dependent on the SQL Server resource.

When running on the cluster, Analysis Services listens on the defaulg f&@P 2383. Even if it is

installed as a named instance, Analysis Services will detect that it is running on a cluster, and so it

ignores the port server configuration property arngténs on the default port. One of the implications of

this behavior is that, when you have only Analysis Services installed on the cluster, you can disable the

SQL Browser service because it is not needed to provide connectivity to Analysis Servieéso This

implies that all of the connections to Analysis Services that are running on a cluster should ignore the
AyaiulyOoS yIYS GKIG ¢1ad IAGSY RdzNAyYy3IA Ayadlttlraazy
SEFYLX S 6KSYy Ayadl Oft &R 6K NB A2 EINOSAFHR dZIUKW{ v mQZ
Yiwfm{ ¢emQ> (GKS O02yySOilAz2zy G2 !ylrteara {SNDAOSa aKk:

Note: When working with a clustered instance of Analysis Services, you should not use instance rename
functionality.

Analysis Services Deployment Best Practices

For best performance and minimal resource contention, it is recommended that Analysis Services
instances do not share the same physical machine with other resénireasive applications, including

SQL Server. &duction Analysis Services instances should be deployed to their own servers. For a
failover cluster, this means that Analysis Services should be deployed to its own resource group and not
installed into the SQL Server group.

Note that if all componentsra selected for installation during setup, Analysis Services is installed as a
clustered resource into the SQL Server resource gbyugefault. This may be adequate for lightly used
systems or development systems, but is generally not recommended fougtiod systems because

SQL Server and Analysis Services will always be competing for system resources. Consider installing
Analysis Services into a dedicated resource group with its own IP address, network name, and disk
resources.

Note: SQL Server 2008 éo not support adding features to an existing failover cluster instance, so
Analysis Services cannot be added to an existing instance of SQL Server. To share a resource group with



an instance of SQL Server, you must choose to install Analysis Servinggsluirnitial installation of
SQL Server.

Reporting Services
Reporting Services is not installed as a clustered resource. It is installed locally on the node, but is not

configured by setup.

Reporting Services is most effectively deployed in a farm wirimbides both availability and load
balancing. The backend SQL Server hosting the Reporting Services databases should still be clustered for
maximum availability.

For more information about configuring Reporting Services for high availability, seeltwirigl topics
in SQL Server Books Online:

9 Hosting a Report Server Database in a SQL Server Failover Cluster
(http://technet.microsoft.com/enus/library/bb630402.aspx

1 Configuring Reporting Services for Seaig Deploymenthttp://technet.microsoft.com/en
us/library/ms156453.aspx

SQL Server Integration Services
SQL Server Integration Services is not installedcisstered resource. Each physical node of a cluster

may only have one instance of Integration Services. While it is possible to configure Integration Services
as a clustered resource, the recommended best practice is to install it locally on all Hade<uster

instead. Integration Services packages for a given instance can then be run via SQL Server Agent, which
is clusteraware. Packages should be created so that they can be restarted and be resumed after a
failover. For more information, see:

1 Configuring Integration Services in a Clustered Environifidtpt//msdn2.microsoft.com/en
us/library/ms345193.aspx

91 Description of the SQL Server Integration Services (SSIS) service and of alternatives to clustering
the SSIS servidghttp://support.microsoft.com/default.aspx?scid=kb;HN5;94217%

Microsoft Distributed Transaction Coordinator
Some SQL Servenplementations will require the installation of the Microsoft Distributed Transaction

Coordinator (MSDTC). MSDTC is a component of Windows Server and is leveraged by some SQL Server
features and applications to coordinate transactions across multiple serve

On Windows Server 2003, there can be only one clustered MSDTC resource per cluster. This means that
all applications across the entire cluster will are mapped to a single instance of MSDTC. It is
recommended that you install this MSDTC instance iovits resource group to increase overall

availability and minimize the impact of an MSDTC failure. For more information about setting up MSDTC
on a Windows Server 2003 failover cluster, Blesv To Connfure MSDTC on a Windows Server 2003
Cluster(http://support.microsoft.com/kb/301600j.
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On Windows Server 2008, you can install multiple instances of MSDTC on a single failover cluster. The
first instance of MSDTC that is installed will be the cludédault instance of MSDTC. This can be

changed via the Component Services Management Console (dcomcnfg). To modify this, perform the
following actions:

1. On theStartmenu, clickRun typedcomcnfgand then press ENTER to launch the Component
Services Manageent Console.

2. ExpandComputers and then righiclickMy Computer

3. ClickProperties click theMSDTQab, and then select the default coordinator for your cluster.

{v][ {SNBSNIunny Attt GFr1S FTROIYyGFr3asS 2F Iy Ayaidlyo
resource group by automatically using the instance of MSDTC. However, individual applications can be
mapped to any instance of MSDTC on the clusternfeoe information about this, seédMapping an

Instance of SQL Server 2008 to an Instance of MSDT& St 2 6 ® CAJdzNBE m aKz2ga GKS
instance of MSDTC to be chosen on SQL Server 2008.

Use MSDTC instance installed to the local group

Use the mapped instance of MSDTC

Use the cluster's default instance of MSDTC

Figure 1:Process flow for MSDTC mapping

Note: If the MSDTC instance that is installed to the local cluster group of SQL Serv&QailServer

doesnot automatically attempt to use the default cluster instance or the local machine instance of
MSDTCYou would need to completely remove the failed instant®8DTC from the SQL Server group

to use another instance of MSDTC. Likewise, if you create a mapping for SQL Server and the mapped
instance of MSDTC fails, your distributed transactions will also fail. If you want SQL Server to use a
different instance oMSDTC, you must either add an instance of MSDTC to the local cluster group of the
SQL Server or delete the mapping.

For more information about creating an MSDTC resource for Windows Server 2008 failover clustering,
seeChecklist: @eating an MS DTC Resource in a Windows Server 2008 Failover Cluster
(http://technet.microsoft.com/enus/library/cc725955.aspx

Enabling Network Access for MSDTC

After creating the MSDTC resource(s)yfour cluster, you must enable network access for the MSDTC
resource. This is done from the Component Services Management Console. . In the Component Services
Management Console, perform the following actions:


http://technet.microsoft.com/en-us/library/cc725955.aspx

1. ExpandComponent ServiceexpandComputers expandMy Computer expandDistributed
Transaction Coordinatqrand then expan&Your instance of MSDT.C>

2. Rightclick the instance that you want to configure, and then dlickperties.

3. UnderSecurity Settingsselect theNetwork DTC AccesAllow Inbound andAllow Outbound
check boxes, and then cli€Kto complete the configuration.

These configuration options enable MSDTC to access resources on the network and allow applications to
access this instance of MSDTC from remote machines including othter ¢clades. It is not necessary

to perform these actions on each node of the cluster because the changes will propagate to all nodes of
the cluster for a clustered instance of MSDTC.

Mapping an Instance of SQL Server 2008 to an Instance of MSDTC
To map a SRServer instance to an instance of MSDTC, open an administrative command prompt and
use the msdtc.exe command.

Create a mapping

The following command is used to create a mapping between an instance of SQL Server and an instance
of MSDTC.

msdtc - tmMappingS et - name <MappingName> - service <SQLServerServiceName>
- clusterResource <MSDTCResourceName>

<MappingName> is an arbitrary name that you choose to identify this mapping.

<SQLServerServiceName> is the service name for your SQL Server instance. I thiéfasiftinstance,
use MSSQLServer as your service name. If this is a named instance, use MSSQL$<InstanceName> as your
service name.

<MSDTCResourceName> is the resource name for the instance of MSDTC to which you want to map SQL
Server.

Note: If you create an incorrect mapping, the MSDTC command still succeeds, but your mapping will not
work correctly.

View existing mappings across the entire cluster

The following command is used to view all MSDTC mappings across the entire cluster.
msdtc - tmMappingView *

Delete an existing mapping

The following command is used to delete and existing MSDTC mapping.

msdtc - tmMappingClear - name <MappingName>



Test access by executiBEGIN DISTRIBUTED TR#&Na SQL Server Management Studio query
window. If it fdls to enlist the transaction, you can retrieve the error from the SQL Server error log. An
error of XACT_E_CONNECTION_DG@Whs point generally indicates that your MSDTC instance is not
running, your mapping is incorrect, or you are being blockedfirgwall.

Best Practices for MSDTC Configuration with SQL Server 2008

Generally, dedicated instances of MSDTC for each SQL Server or application instance that uses MSDTC
regularly are recommended. This is because it prevents the failure of one instl&DI C from

affecting distributed transactions for other applications. However, when configuring MSDTC for an
instance of SQL Server 2008, the specific needs of your environriretérms of performance,

availability, or manageabilitywill determine the bst practice for your MSDTC configuration.

The most common MSDTC configurations are outlined below along with their benefits and other
considerations:

MSDTC in Each SQL Server Resowmcp G

9 This option provides the best performance. It guarantees that ymstance of MSDTC will
always run on the same physical node as the SQL Server, which reduces communications
overhead.

9 Itis suitable for the widest array of requirements.

9 It does not require mappingsSQL Server 2008 automatically uses the local clgsteip
MSDTC resource by default. Note that if this local resource is offline or failed, distributed
transactions will fail for this instance of SQL Server, and you will need to delete or move the
MSDTC resource to make use of another instance of MSDiFe oluster.

1 This configuration conserves drive letters for clusters that have a limited number of drive letters
available. You can make use of mount points to keep disk I/O separate from other SQL Server
files without using up a drive letter on the clest

Note: When you use this configuration, you must determine the correct setting folf testart

is unsuccessful, fail over all resources in this service or applicasietting of the MSDTC

resource. If the function of MSDTC is critical to your enwiremt, you should either set MSDTC

to If restart is unsuccessful, fadver all resources in this service or application put MSDTC in

its own resource group and create a mapping that directs SQL Server to that instance of MSDTC.
In most cases, you wilbhwant to setlf restart is unsuccessful, fail over all resources in this

service or applicationThe setting enables MSDTC to be restarted on the same node if it fails,

but if it cannot be restarted, it will not cause a failover of the entire SQL Sexs®urce group.

DedicatedGroup forEach MSDT@istance

9 This configuration is recommended only if the primary concern is maximum availability of SQL
Server and MSDTC and if the performance of remote MSDTC has been verified to be acceptable
for the application and load.



1 MSDTC requires a dedicated physical disk resource in this configuration. If the cluster hosts
many instances of SQL Server, you may not have enough disk resources to give every instance of
SQL Server a dedicated MSDTC in a separsbenee group.

1 Manageability can be a challenge if you have many SQL SesmESDTC mappings.

Note: The performance of distributed transactions might be better when SQL Server and the
MSDTC resource to which it is mapped are running on the same phitsalBe sure to
consider this factor when testing application performance, and test with MSDTC on remote
nodes.

Single Default Cluster MSDTC

1 Windows Server 2003 failover clustean only have a single clustered instance of MSRTC
recommended that you install this instance to a dedicated resource group. This configuration
prevents failures of MSDTC from affecting other applications.

1 On Windows Server 2008 failover clusters,raeommendedhat youhavethe default MSDTC
instance installed to a dedicated resource grodpmisdefault instancewill provide MSDTC
services for all applications that are not specifically mapped to another instance.

1 SQL Servenstances that rarely use MSDT@anuse the defaulMSDTC instanaen anad-hoc
basis

Local MSDTC Instance

1 Each node of the cluster also hosts a local instance ofIl@SD

1 This option provides no high availabiliopr MSDTG@n the event of a failurebecause the MSDTC
log is stored on a local disk instead of a cluster.disk

1 Eventhough no mappings exist for the local MSDTC instance, it is still required to have the local
MSDTC instance running. During application/MSDTC initialization, the local MSDTC instance is
used to determine the identity of the correct instance of MSDTChiigrdpplication (local,
cluster default, or a specifically mapped instance). It is also used feclneteraware
applications on this node.

1 This is the least desirable option for enabling distributed transactions failover clusterandit
is notrecommended for high availability applications.

It is acceptable to create a hybrid of the above configurations to rtieeheeds ofyour environment.

SQL Server Upgrade from Previous Versions

There are several things to consider when you prepare for gmnadfe to a SQL Server 2008 failover
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Guidet (http://www.microsoft.com/downloads/details.aspx?familyid=66d3e89024fdd-af 75
9975aeabbea7&displaylang=en&}or a comprehensive discussion of the upgrade, with specific details

about upgrading a SQL Server failover cluster.
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You can findurther discussioh yHowaito: Upgrade a SQL Server Failover Cluster Instance §Setup)
(http://msdn.microsoft.com/enus/library/ms191295.aspin SQL Server 2008 Books Online

Reducing Downtime by Using Rolling Updates and Upgrade s

In SQL Server 2005 and earlier versions, applying an upge&e packor cumulative update
required taking the entire SQL Server instance down during the installationgmoEkis resulted in
reducedavailability depending on the duration of the instation, across all failover cluster nodésat
couldhost the SQL Server instance.

To improve availability during instations SQL Server 2008&iloverclustering introducd rolling

upgrades and updage A rolling upgrade refers to a version upgrade, for example, from SQL Server 2005
to SQL Server 2008. A rolling update applies to the installation of a service pack (for example, SQL Server
2008 with no service pack to SP1) or a cumulative updateling upgrade or update means that you
canapply changes to the passive nodes dhigovercluster, fail over the SQL Server instatitat has

not updatedto the updated node, and then apply the upgrade or update to remaining nodes. The total
outage time f@ the SQL Server instance is the amount of tthad the SQL Server instantakesto fail

over to the updated nodand apply the metadata changes for the upddtipon failover to the newly
updated node, the SQL Server instance is automatically upgradedpatated with unattended scripts

that run against the database enginéou must then update arpassive nodethat have not yet been
updatedto ensure that versions of binaries are identical acrosgdfleverclusternodes.

Please note thatalthough rdling upgrades increagbe overall availability oA SQL Server instance,
they are not required. You may still apply updates directly on the active tihadés hosting the SQL
Server instance, buhis will result in longer downtime for the SQL Servstance.

The next two sections explaiow to implement rolling upgrades and updates.

Rolling Upgrades
Note: This section descrilsghe process behind performing rolling upgrades from a previous version of

SQL Server. Keep in mind that this section digsuspgrades for SQL Server failover clustered instances
and does not apply tapgrades fostand-alone SQL Server instaiscénat are notailover clustered
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available. Your only available option in that scenario is to perform absigéde database migration

from the standalone instance to the SQL Server 2008 failover cluster instance.

Performing a successful rolling upgrade requires that you upgrade pasgies one at a time, initiate a

failover of the SQL Server instance to the upgraded nod#]asily upgrade anfailover cluster nodes

that have not been upgraded ygforNRB £ f Ay 3 dzLJANI RS&> LI NI 2F (GKS aNRft
setup instalhtion process itselfiandles it. Rolling upgrades have some procedural considerations and

steps that may be required prior to executiohheseare outlined below

To begin the rolling upgrade procestart by installingand updating the prerequisitessted below,on
each passive node of the failover cluster. The number of nodes in your failover dlustddjtion tothe
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number of SQL Server instancdsterminesthe number of failovers you may need performto
minimize the cumulative downtime.

The perequisite stepshat arerequired to minimize upgrade downtime are as follows:

1 Install theMicrosoft.NET Framework 3.5 Sgkcept for Windows Server 2003 1A64, for which you
need to install the .NET Framework 2.0 SB&Jl, Windows Installer 4.86n all nodesefore you
begin the upgrade. Installing these components typically requirestartef each node Therefore
to minimize downtimeconsider installing these components and restarting the nonactive nodes
first. Then, fail over the SQL Seristanceto a passive noddefore you install these components
on what was the active node.

1 Upgrade the shared components on each node.

1 Ifyou areupgrading SQL Server on Windows Server 2003ySB2ustinstall the hotfixthat is
referenced indError message when you try to create a cluster file share resource in a Windows
Server200 SR Of dza G SNY a{2aiSY S Konkasingdeinthé & 2 OO dzNNJ
failover cluster. This hotfisequires a restart after installation.

The number of nodes in the failover cluster addition tothe number of SQL Server instantiest are
hosted on the failover clusteaffectshow youcanmaximizethe availability of the SQL Server instance
during the roling upgrade process. For example, a #axle failover cluster has limited options for
maintaining high availability during an upgraddis is becausd, an unplannedailoverwasrequired
from the active and nonupdated nodéhere are no additional nodesn which to hosthe SQL Server
instance,sohigh availability is at risldlternatively, if you have a founode failover cluster, a rolling
update can be performed in pairs agdu canstill maintain high availabilitypf upgrading two nodes at
a time).Unlike rolling updates, which idypaperdescribes in detail latethe upgrade process has some
built-in logicthat helps it tomaximiz availability.

When you upgrade a failover cluster instargausing the GUI instation, the setup automatically
determinesthe point at which to faibver the SQL Server instance to an upgraded node. This automatic
procedure is based on the number of nodes in the failover cluster, taking into account which nodes are
upgraded and which nodes are n@tis helps tanaximize high availability during the upgrad€ter

half or more of the nodes are upgraded, the setup process ing@t@ilover to the upgraded node by
defaultwhenyou perform an upgrade on the next notleat has not been upgradedetup manages the
possible owners of the SQL Server instameajovesnodesthat have not been upgradednd add

upgraded nodes as you update each node in the failover cluster.

If you do notwantthe setup proces automatically control the upgrade process, you can upgrade
your SQL Server instanbgusing commandine calls in conjunction with the
/[FAILOVERCLUSTERROLLOWNIRE&IHIBter. This parameter has three different options:
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1 /FAILOVERCLUSTERROLLOWNERSH#3igrating this option means that SQL Server
instance clster ownership is not failed over to upgraded nodaer the node is upgraded, the
current node is not added as a possible owner to the SQL Server instance.

1 /FAILOVERCLUSTERROLLOWNERSHHSfition specifieBrst to fail over the instance from
the currentactivenodethat is being upgradedecond;to upgrade the nodgandfinally,to add
the upgraded node as a possible owner

1 /FAILOVERCLUSTERROLLOWNERSHHB#s2he default settingvhichyou willencounter
when youuse the attended (GUbased) upgrade installationt results inrautomatic
management of cluster ownership depending on the number of nodes and their upgrade state.
If less than half of the nodes have been upgraded/BfLOVERCLUSTERROLLOWNERSHIP
parameter follows the behaviasf option 0 (cluster ownershiis not rolled to upgraded node
and node ownershis not added). Ihalf or more thanhalf of the nodes have already been
upgraded, thdFAILOVERCLUSTERROLLOWNERE&HEter follows the behavior of option 1
(SQL Server irmtce is failed over to an upgraded node and the current upgraded node is added
as an owner after the node upgrade is complete).

Figure2 details the general rolling upgrade process flow

Install prerequisites on each passive node and upgrade the shared SQL Server componen
Restart passive nodes as prompted

Fail over SQL Server instance to prepared node (has prerequisites and updated componen

Install prerequisites on remaining passive node(s) and upgrade shared SQL Server compon

On each passive node, initiate engine upgrade installation process

Upgrade manages failover of SQL Server instance to upgraded node based on upgraded nods

Upgrade the remaining nodes

Figure 2:The process flow for 8QL Servdriloverclusterrolling upgrade

If multiple SQL Server instanca® hosted across nodegpu will need to desomerearrangingof
ownershipbeforeinstallation to minimize downtime and keep the process manageable.

Whenyou perform the upgrade installation on a passivade, you should expect to see information in
the Cluster Upgrade Repdttat refereneswhich nodes are active and passilreFigure3, you can see



that both nodes show an Upgrade State of Upgrade Pending also seevhich node is passive and
which is mline.

&4 Upgrade to SQL Server 2008 =]

Cluster Upgrade Report

Upgrade Status of Failover Cluster Nodes

Setup Support Rules Database Scripks Status Mok completed,

Seleck Instance
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Instance Configuration
Mode Name Instance State Upgrade State SiGL Yersion AS Yersion Message

Disk Space Requirements
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Server Configuration —
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Full-text Upgrade

Error and Usage Reporting
Upgrade Rules

Cluster Upgrade Report
Ready to Upgrade

Upgrade Progress

Cluster Upgrade Report
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_ﬂ Tao avoid unnecessary downtime, ensure all non-upgraded nodes in SQL Server resource group
S0LServercroupl’ have MWET Framewark 3.5 and ‘Windows Installer 4.5 installed.
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Figure 3.TheCluster Upgrade Repairt the Upgrade to SQL Server 2068&log box

In Figure 3, ate the warningmessageat the bottom of the screeywhich advises that you should install
the .NET Framework 3.5 and Windows Installertd &voidunnecessary downtime.

After you havecompletedthe upgrade of the passive node ortveo-node failover cluster, the Cluster
Upgrade Report in theJpgrade to SQL Server 208&logbox appearsagainandshowsthe updated
upgrade stateigure4).
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Cluster Upgrade Report

Upgrade Status of Failover Cluster Nodes

Setup Support Rules Database Scripks Status Mok completed,

Seleck Instance

Select Faatures Replication Scripks Status Mot completed,

Instance Configuration
Mode Name Instance State Upgrade State SGL Yersion AS Yersion Message

150989YMz2 Offline Upgraded 10.0,1600,22
() | 1509891 online Upgrade Pending  |9.2.3042

Disk Space Requirements

Server Configuration

Full-text Upgrade

Error and Usage Reporting
Upgrade Rules

Cluster Uparade Report
Ready to Upgrade

Uparade Progress

Cluster Upgrade Report

Complete
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Figure4: TheCluster Upgrade Repairt the Upgrade to SQL Server 206&log boxafter anupgrade

During the upgrade of thactivenode, you should expect to see an upgrade st#as resembles
Figureb.
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Cluster Upgrade Report

Upgrade Status of Failover Cluster Nodes

Setup Support Rules Database Scripks Status Mok completed,

Seleck Instance

Seloct Features Replication Scripks Status Mot completed,

Instance Configuration 0 If vwou proceed with upgrade, SCL Server Setup will move the SQL Server resource group

Disk Space Requirements © SQLServerGroupl’to anode that has already been upgraded and complete the database upgrade,
) . Applications will not be able ko connect ko SCL Server services while the database upgrade is in progress,

Server Configuration

Full-text Upgrade

Made Name Instance Stake Uparade State SOL Yersion AS Version Message

150959%M1L online Upgrade Pending  [9.2.3042

Error and Usage Reporting

Upgrade Rules
Cluster Upgrade Report i |1s098mmz | Offline Upgraded 10.0.1600.22
Ready to Upgrade

Uparade Progress
Cluster Upgrade Report

Complete
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Figure 5TheCluster Upgrade Repairt the Upgradeto SQL Server 20G8alog boxfor anactive node
Note the informationmessage above the tabl&he actual outage period for the SQL Server instance is
the amount of time that it takes to fail over the SQL Server instance and then apply the database

upgrack scripts.

Upon successful upgrade of the final node, the Cluster Upgrade Report should look similar t&.Figure
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Cluster Upgrade Report

Upgrade Status of Failover Cluster Nodes

Setup Support Rules Database Scripks Status  Success,

Seleck Instance

Seleck Features Replication Scripks Status  Success,

Instance Configuration 0 If vwou proceed with upgrade, SCL Server Setup will move the SQL Server resource group

Disk Space Requirements © SQLServerGroupl’to anode that has already been upgraded and complete the database upgrade,
) . Applications will not be able ko connect ko SCL Server services while the database upgrade is in progress,

Server Configuration

Full-text Upgrade

Error and Usage Reporting Mode Mame Instance State Upagrade State 0L Yersion A5 Yersion Message
Upgrade Rules 1509591 Passive Upgraded 10.0,1600,22
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Ready to Upgrade
Uparade Progress
Cluster Upgrade Report
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Figure 6TheCluster Upgrade Repairt the Upgrade to SQL Server 208&log boxafter upgrading the
active node

Both SQIServer ersiors should match after the final node upgrade. After all nodes are upgraualéake
Failover Cluster Management tool, in the SQL Server network resourtiee wvanced Policietab,
you should confirnthat all appropriate owners are checked. After validgtthis, you should also test
fail over of the SQL Server instance across all permitted nodes to identify arypggpatie failover
cluster issues.

Rolling Update s
Rolling updatesrefer to the installation of cumulative updates and service gamk a SQ8erver 2008

instance. Rolling updates are intendednbinimiz downtime and maximizavailabilityduring the
update processThis section descrilsthe key concepts anstepsfor performing a rolling updatequt
you can also find stepy-step instructiondor applying updates to a SQL Server instan@S@L Server
2008 failover cluster rolling patch and service pack pracgettp://support.microsoft.com/kb/958733.
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Unlike rolling upgrades, rolling updates do not contain embeddgit to determine instance failover
Therefore, he personwho installs an updateis responsible for maximizing availability through proper
planning and executioBefore youperform a rollng update the first consideration is to determine
which nodesy/oucan use to host the SQL Server instance on the failover cluster. This is an important
factor to avoid mixed versions across nodes for the SQL Server instance.

For exampleif you are perbrming an update on a passive node and your SQL Server instance on the
activenode fails over while you are performing the upgrade, you could encounter update failures and
corruption issuesTo mitigate the risk of unplanned failovers, you should evaltlagenumber of nodes
that can host the SQL Server 2008 instafiben, you shouldemove the passive noddkat you planto
update first from the list of possible owners on the SQL Seinv&ance network name resourcgoucan
configurethis byusing theAdvanced Policiesab, asFigure7 shows.

Name: JosephS(QLZ008CL Properties E

. Generall Dependenciesl Policies Advanced Policies |

Clear the check bow if pou do not want a node to host this resource or thiz
clustered ingtance,

Pozzible Owners:

o le212c29
3 le212di2

i~ Basic resource health check interval

' Usze standard time period for the resource pe
" Usge this time period [mm:ss): IDD:DE 3:

— Tharough resource health check. interval

% ze standard time period for the resource type

= Use this time period (mrmss]: ID'I:DD 3:

™ Run this resource in a zeparate Resource Maonitor

Chooze thig option if the agzociated rezource twpe DLL needs to be
debugaed ar iz likely to conflict with ather resource type DLLs.

0K I Cancel Apply

Figure 7TheAdvanced Policietab for a SQL Serveetwork resource

In Figure?, noticethat two servers are currentlyelectedas possible owners of the network name
resource. Ifyou planned to updat¢he Ic212d12passivenode first, you wouldheed tomake sure that
the SQL Server instance was currently hostetta12c29and thenclearthe checkbox for this server
before youperformed the update. Modifying the list of available nodes does not require an outage of



the resource. Alsmote thatyou must modifythe SQL Server network name resource for node
ownership because it is the resource that is validated for possible node ownére Bilover cluster
service.

If more than two nodes in your failover cluster can host a SQL Server instance, you may consider keeping
at least two possible ownerelectedat any given time during the update process. Hmablesyou to
maintain high asilability with at least two nodes during an update of the remaining passive nodes.

First,you shoulddetermine which nodes can host the SQL Server instance and then erasource
ownership for the passive hodtisat you wish to updateThenyou shouldmove any other actir
failover cluster applications argkrvices to other nodes itase theupdate (service pack or cumulative
update) requires restart of the node. After you have ensurtbat the nodethat you are updating is
truly passive, you can preed with applying the update.

After you initiate theinstallation of an update on a passive node, you will have a chance to validate the
current node version numbeian the Select Featurepage of thelnstall a SQL Server 2008 Patiialog

box FigureB showsthe selected features for a SQL Server 2008 cumulative upNatice that

although this is being executed on a passive nodectimulativeupdate setup still recognizes the
various engine componenthat areavailable to be upgraded
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Language: Im
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Service Pack: I—
Upgrade Status: W
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Figure 8:The Select Featurepage of thenstall a SQL Server 2008 Patiinlog boxfor a cumulative
update

After you have updatedhe first passive node, yotanrepeat the same installation steps if other

passive nodeform part of your first round of plannedpdates. For example, if you have a foade

cluster, and you are updating two passive nodes, you would repeat the update process for each of the
two passive nodes that were removed as potential hosts of the SQL Server instance.

After you havecompletedthe updatesto the passive nodes, in the Failover Cluster Managementitool
the SQL Servaretwork resourcepn the Advanced Policietab, you should reelectthe updated nodes

to enablehosting of the SQL Server instance. Ajtea havere-enabkdthe updated nodes, you can

then failover the SQL Server instarftem the node that has not been updated an updated node.

After failover to the updated node, update scripts automatly run against the engine. You caethe
Failover Cluster Managemetdol to confirm that the SQL Server instance resources came online on the
newly updated nodeThen, you canconfirm the version number of the SQL Server instdnce



connectngto the SQL Server instanbg using SQL Server Management Stuadid opening Object
Exploreras shown in Figur@.

.'v: Microsoft SOL Server Management Studio

File Edit VYiew Tools ‘Window  Communiby  Help

=
&
B
B3
7
K
31

__J_ T QUEry

1 Databases

[ Security

1 Server Objects
1 Replication

| Management

[ 50L Server Agent

Figure 9The Object Explorer window BQL Server Management Studio

InFigure 9the version of the failedver SQL Server instance is 10.0.1779, which represents the
Cumulative Update &kage 2 for SQL Server 20B8fare failover from the nodehat has not been
updated the version number for the SQL Server instance was 10.00.1600.22 (RTM). After fgilover,
should checkhe SQlServer eror log for any error messagdisat are related to the update

After you have fded over the SQL Server instance to an updated ngda,should then updatéhe
remaining nodeshat have not been updateds before there is a risk of failover of the updated SQL
Server instance to a dowlevel node duing your installation. Therefore, in theailover Cluster
Managementool, in the SQL Servaretwork resource on theAdvanced Policietab, you should clear
the passive nodethat have not been updatedntil all ofthem have been updated.

Whenyouinstdl the updateon the remaining passive nodes, the previous SQL Server engine versions
aredisplayed. Figur&0 shows an example of this, with the notteat has not been updatedisplaying
an older engine version of 10.0.1600.22 in fech Levebox.
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Figure 10:TheSelect Featurepage of thenstall a SQL Server 2008 Pattihlog boxfor anodethat has

not been updated

After you haveupdated each nodein the Failover Cluster Managemetttol, in the SQL Servaretwork
resource on theAdvanced Policietab, you should reenable all updated nodes to allow hasgiof the
SQL Server instance. You should also perfofaiiaver of the SQL Server instance across updated nodes
to validatethe installation and ensurtull availability of the resources.

Figurell showslhe general process flow for performing a rolling update



Identify passive nodes to be upgraded first

Remove passive nodes from possible node owner list

Apply update on each passive node

Add passive nodes back to node owner list

Fail over SQL Server instance to an updated node

e
e
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e
T

Validate that SQL Server instance comes online and check version of engine for proper val

Remove remaining neapdated nodes from possible node owner list

Apply update on remaining nempdated passive nodes

Add updated nodes back to node owner list and test failover

Figure 11The process flow for &QL Servdailoverclusterrollingupdate

In summary, rolling updates are performed on passive nodes first to minimeawntime of the SQL
Server instance. Unlike rolling upgrades, the update process does not include automated wiogitow
that controls how the rolling upgradés managed for availability. Therefgrgoumustplan your update
processcarefullyto ensure naximum availability and avoid inadvertent-igvel or downlevel SQL
Server instance failovers during the upgrade process.

Administration and Maintenance of a SQL Server 2008 Failover Cluster

There are several administrative and maintenance considerathatisin previous versions, required

different steps for a failover cluster instance when compared to a stdode SQL Server instance.

Using SQL Server 2008, many of these tasks have the same steps regardless of the environment (failover
cluster or stanealone). The following section discusses some of these tasks.

Changing the Network Name of a SQL Server Failover Cluster

Both SQL Server 2005 and SQL Server 2008 failover clusters support changing the SQL Server failover
cluster network name after installation. This was not possible with SQL Server 2000 failover clusters. A
SQL Server failover cluster name can contain theoik name and an instance name. For a default
instance, there is a network name for the failover cluster instance, but no instance name. For example, if



the SQL Server failover cluster was calledMSthncel, SQL Server 2008 supports changes to the VS1
part of the name. SQL Server 2008 does not support changing the instance name (instancel) without a
reinstallation of SQL Server.

For further information about renaming a SQL Server failover cluster, anebgistep instructions, see
dHowto: Rename a SQL Server Failover Cluster Ingtgimitp://msdn.microsoft.com/en
us/library/ms178083.aspgin SQL Server 2008 Books Online.

Changing the IP Address of a SQL Server Failover Cluster

You @an dhange omodify an IP address that the SQL Server failover cluster has been configured to use.
{ S Slowdto: Change the IRddress of a SQL Server Failover Clégtdtp://msdn.microsoft.com/en
us/library/ms190460.aspin SQL Server 2008 Books Onfimrethe steps to do this

Changing the Service Accounts for a SQL Server Failover Cluster

The following steps are similar to what you would need to do on a stdonk instance of S(&erver to
change the service accounts. You should use SQL Server Configuration Manager to change the service
accounts. Bear in mind the following points when you manage the service accounts for a failover cluster:

91 Do not change passwords for any of the SBtver service accounts when a failover cluster
node is down or offline. If you must do this, you must reset the password again by using SQL
Server Configuration Manager when all nodes are back online.
9 If the service account for SQL Server does not haweinistrative rights on the Windows Server
cluster,you cannot deletdhe administrative shares on any nodes of the cluster. The
administrative shares must be available on a cluster for SQL Server to function.
For a more irdepth discussion about usingyVR2 ga | OO02 dzy (1 & 4SeifigUp{ v[ { SNIIS NJ
Windows Service Accoutéhttp://msdn.microsoft.com/enus/library/ms143504.aspxin SQL Server
2008 Books Online. For recommendationsatbchanging service accounts in a failover cluster, see

oMaintaining a Failover Clustethttp://technet.microsoft.com/enus/library/ms178061.aspgin SQL
Server 2008 Books Online.

Managing SQL Server Resources by Using SQL Server Management Studio and

Cluster Administrator

SQL Server Management Studio is cluatgarein SQL Server 2008 and SQL Server.2d@8y

operations that you can perform by usiS§L Server Management Studiach as stopping and starting
services on instancdbat are not clusteredare also supported for SQL Server failover clusters.
However there areseveral important SQL Server resource management tasks, such as checking the
properties of any of the SQL 8erresourceswhichyoucannot achieve by using SQL Server
Management Studiolnsteadyou must use the Cluster Administrator tool in Windows Server 2003 or
the Failover Cluster Management tool in Windows Server 2008 to perform these adilere are

some tasks, such as starting and stopping SQL Sssweceswhichyoucan perform by using either
SQL Server Management Studio or Cluster Administrator.
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Note: Do not useServicesn Control Panetio start or stop SQL Server 2008 services failover alster,
becauseServiceds not clusteraware.
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Tools with Failover Clusteriéi¢http://technet.microsoft.com/enus/library/ms175549.aspin SQL
Server 2008 Bool@nline.

Rebuilding System Databases in a SQL Server Failover Cluster

To rebuildthe system databasefor a )L Server 200&ilover cluster, you must execusetup.exewith
specificcommandline switchesAlthough the process is similar to SQL Server 2005, the parameters
have changed foQL Server 2008he rebuilding process, whether it is on a failover cluster instance or
a standalone instance, is the same in SQL Server 2008

Anew featureof SQL Seer 2008 is that the system databaflesthat are used taebuild the current
system databases do not come from the original installation media. This enhancemabies you to
rebuild system databasesithout needing to accegbe original installation media or DVD. The files are
now located on any cluster node on which the instance of SQL Server is instethtedBINNtemplates
directory. Thisdirectory contains themaster, model, andmsdbdatabase and log files that weremied
from the installation source as part of setup.

For a stegoy-step process to rebuild system databases of a SQL Server 2008 failover cluster instance,
FYR 20KSN O2 yRehuRiSgNsysterh PafabasethtpS/@sdidimicrosoft.com/en
us/library/dd207003.asp¥in SQL Server 2008 Books Online.

Implementing Trace Flags

Trace flags are used to temporarily set specific server characteristics or to switch off a particular
behavior.For example, trace flag 1204 enables deadlock reporting. For a list of documented trace flags,
& S $racé Flags (Transa®0L$ (http://msdn.microsoft.com/enus/library/ms188396.aspin SQL

Server 2008 Books Omé. You should notise undocumented trace flags.

You can implement trace flags on a SQL Server 2008 failover cluster instance by uBiBgthe
TRACEOBNdDBCC TRACEQIeFmmands, or theT startup option, in exactly the samey as you
would on a stanehlone SQL Server 2008 instance.

The following code examples show how to use Bi2CC TRACE@NIDBCC TRACEGQIBfimands
The following command sets trace flag 1204 globally.

DBCC TRACEON (1204, - 1)

-1 sets the flag globally. To set a trace flag at the session level, omit g#rgument.

The following command disables trace flag 1204 globally.

DBCC TRACEOFF (1204, - 1)
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The following command displays the status of all trace flags that are currentheehglobally

DBCC TRACESTATUS(1);

After you haveenablda trace flagdy using theDBCC TRACE©®dmmandthey remain enabled on the
server until they are explicitly disabled by executirigBCC TRACEQH&ement, or until the SQL
Server instance is remted. If you need trace flags to be enabled every time SQL Server is resyaiied
can add the trace flags as a startup option by following these steps:

1. Open SQL Server Configuration Manager on the cluster node where the SQL Server 2008 failover
clusteling instance is running

2. ClickSQL Server Servigaight-click theSQL Serveservice on which you want to add startup
parametersandthen clickthe Advancedtab.

3. OntheAdvancedtab, in theStartup Parameterdox, type the startup parameters that you
require, separating each one with a semicolon, and then Alpghy.
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5. ClickOK

You do not havéo stop and restart the SQL Server service immediaféhysis useful if, for example,
you want to make a change now, but restart the sendoeng a maintenance window avhen no users
are connected to the systenAfter you ha restarted SQL Server, the trace flags will take effect
regardless of the noden whichSQL Server is running. It is recommended that you remove the trace
flags after you have finished troubleshooting.

Troubleshooting SQL Server Failover Clusters

An ingance of SQL Server may experience an unplanned failover or a restart for various reasons. Most
of these reasons are not specifically related to cluster issues, so, in these cases, you should follow
standard SQL Server troubleshooting steps. When you ehéterthat a problem is clusteelated, you

can use the guidelines in this section to help you to troubleshoot your problem.

Determining the Nature of the Failure

When you become aware of an outage, you should first simply define what actually went Whoag.
resource failed? Was it the disk? The network? SQL Server? SQL Server Agent? A file share? Are you
troubleshooting a single resource restart on the same node, or a resource group failover, or a failed
resource? Was the SQL Server instance onlinentieedime but users could not connect? Does the
problem occur on one node or all nodes? Understanding exactly which resource failed, on what node,
and the actions that the cluster has performed to try to resolve the problem is critical to determining
the root cause of the failure.

The Cluster service adds resource status messages in the cluster log and the system event log. The
system event log is generally more u$eendly. You can usually identify the failed resource by looking
for an event ID 1069 ithe system event log.



If the system event log has no information about the cause of the failure (for example, the system stops
writing events to the log), it will be necessary to use the cluster log. The cluster log is a bit more difficult

to analyze, thdog is more verbose, and the time stamps are in Coordinated Universal Time (Greenwich
aSly ¢AYSO a 2LILRASR (2 (GKS 201Kt aegadSy dAyYSo
below provides an example, but andepth analysis of the cluster logmot within the scope of this

white paper.

After the logs are collected/ou should conduca review of themandunderstand the componenthat
constitutethe cluster to ascertainthe root cause of the problem.

Root Cause Analysis

After trying toevaluate what failed and collecting the logs, the next step is to begin investigating the
root cause of the failure. If you are still unsure of which component of the system is responsible for the
problem, start from the lowest level (hardware), and woduyway up through Windows Servand

then SQL Server. If it seems obvious from your initial review of the logs which component was the
source of the problem, you can start by troubleshooting that component. However, use caution when
jumping to conclusiong=requently, you will find that the resource that appeared to be the root cause
was simply at the mercy of another component on the system that was failing or not performing at the
level that it should.

Hardware
Review the Windows Serveystem event logand look for any hardware warning or error events

around the time when the resource failure first occurred. At this point, it is not relevant which resource
has failed; if you have a hardware problem near the time of the outage, you must address that firs

If you find any hardware errors, troubleshooting should continue as on a steme server.

Note: Some disk subsystems produce errors or warnings during startup and shutdown, and fail over
such (for example, a small computer system interface (S@®&Hptit error). If this is normal for your
storage system, you can ignore these errors. Verify with your hardware vendor if you are unsure.

Operating System and Network
Review Windows Serveystem and application event logs for any operating system or ordterrors.

Examples include network interface card (NIC) failures, connectivity issues, system resource warnings,
memory errors, Kerberos failures, and DNS registration errors. Compare driver versions, operating
systems, and network configuration settingfsnodes that are not working with nodes that are.
Troubleshoot these problems from the level of the operating system.

Always verify network configuration. It is a best practice to validate the network configuration whenever
you have a problem on the dter. Incorrectly configured networking can cause sporadic and
AyO2yaraidSyid oSKI @acanvderdigbrivatk "Sleadbbadmniigundddn on &l8stex
server (http://support.microsoft.can/kb/258750) for specific details about proper configuration of

cluster networks.

¢
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Security
Review Windows Serveystem, application, and security logs for access being denied or other security

errors. Security errors will manifest as problems in other ponents of the cluster, but the security
event log may log valuable information.

Windows Server Failover Clustering
Review Window$Serversystemandapplication eventogs and cluster logsyou can view cluster

related event log entries on a Windows Sar2608 cluster directly from the Failover Cluster
Management MMC.

The following cluster log example illustrates a SQL Server instance that failed to come online and
ultimately resulted in a failed SQL Server resource. In this particular case, the rodbotains problem

was that a nondefault instance of SQL Server was configured to listen on a static TCP port with the SQL
Browser service disabled and no alias configured on the node. This prevented the Cluster service from
making a connection to the SQLn&® instance to run thésAlivecheck.

00000a98.00000fcc::2009/05/27 - 05:08:02.295 ERR [RES] SQL Server <SQL Server
(SQLADV1)>: [sgsrvres] ODBC sqgldriverconnect failed
00000a98.00000fcc::2009/05/27 - 05:08:02.295 ERR [RES] SQL Server <SQL Server

(SQLADV1)>: [sgsrvres] checkODBCConnectError: sqlstate = HYTOO; native error
= 0; message = [Microsoft][SQL Server Native Client 10.0]Login timeout
expired

00000a98.00000fcc::2009/05/27 - 05:08:02.295 ERR [RES] SQL Server <SQL Server
(SQLADV1)>: [sgsrvres] ODBC sgldriverconnect failed

00000a98.00000fcc::2009/05/27 - 05:08:02.295 ERR [RES] SQL Server <SQL Server
(SQLADV1)>: [sgsrvres] checkODBCConnectError: sqlstate = 08001; native error

= ffffffff, message = [Microsoft][SQL Server Native Client 10.0]A netwo rk -
related or instance - specific error has occurred while establishing a

connection to SQL Server. Server is not found or not accessible. Check if

instance name is correct and if SQL Server is configured to allow remote

connections. For more information see SQL Server Books Online.

00000a98.00000aa4::2009/05/27 - 05:08:16.000 ERR [RHS]
RhsCall::DeadlockMonitor: Call ONLINERESOURCE timed out for resource 'SQL
Server (SQLADV1)'.

00000a98.00000aa4::2009/05/27 - 05:08:16.000 ERR [RHS] Resource SQL Server
(SQLADWL) handling deadlock. Cleaning current operation.
00000638.00000714::2009/05/27 - 05:08:16.000 INFO [RCM] HandleMonitorReply:
FAILURENOTIFICATION for 'SQL Server (SQLADV1)', gen(0) result 5018.
00000638.00000714::2009/05/27 - 05:08:16.000 INFO [RCM] Transiti onToState(SQL
Server (SQLADV1)) OnlinePending -- >ProcessingFailure.
00000638.00000714::2009/05/27 - 05:08:16.000 ERR [RCM]
rcm::RcmResource::HandleFailure: (SQL Server (SQLADV1))
00000638.00000714::2009/05/27 - 05:08:16.001 INFO [RCM] resource SQL Server
(SQLADV1): failure count: 1, restartAction: 2.

00000638.00000714::2009/05/27 - 05:08:16.001 INFO [RCM] Will restart resource

in 500 milliseconds.



00000638.00000714::2009/05/27 - 05:08:16.001 INFO [RCM] TransitionToState(SQL

Server (SQLADV1)) ProcessingFailure -- >[Terminating to

DelayRestartingResource].

Notice that each entry in the cluster log has a particular format. The process ID and thread ID of the
thread that issues the log entry are the first part of each line, and are separated by a Fdéreodext

part of the line is the system time in Coordinated Universal Time. The third part of the line is the level of
the event. This can be an error (ERR), a warning (WARN), or an information message (INFO). Following
the event level is the cluster component that geated the message. Messages that the SQL Server
resource generates show as [RES]. The message that the component is logging follows at the end. Note
that you can obtain the error description from the error number. For system error codes, you can obtain
the error description by using theet helpmsgcommand with the error code.

SQL Server
If you encounter a SQL Server resource failure, your next step is to investigate the SQL Server error logs

to determine whether this was a SQL Server failure dnabhility of the Cluster service to connect to the
SQL Server instance.

Some SQL Server error conditions can prevent the Cluster service from connecting andlaAiiviag

check or getting a timely response from the SQL Server instance. Examples inetadeyrarrors such

as SQL Server memory being paged out, Scheduler hangs, and I/O stalls. None of these types of errors
are specific to failover clustering. However, 1eAlivecheck is subject to the same problems that affect
LISNF 2 NXY I yOS (iquerids expeilida& NdoudgholltNEastile this class of problem just as you
would handle the same problem on a staakbne server.

SQLServer Connectivity
If you suspect a problem with SQL Server network connectivity, start with a review of the recent SQL
Sevwer error logs:

1 Are there any obvious network errors?

1 If you are using Kerberos, make sure that the service principal names are correct in Active
Directory and that SQL Server is registering them correctly. Look for messages that are similar to
the following near the beginning of the SQL Server error log:

The SQL Server Network Interface library successfully registered the Service Principal Name
(SPN) [ MSSQLSvc/<FQDN>:<InstanceName> ] for the SQL Server service.

The SQL Server Network Interface librarycessfully registered the Service Principal Name
(SPN) [ MSSQLSvc/<FQDN>:<PortNumber> ] for the SQL Server service.

1 Is SQL Server listening on the correct network libraries and is it using the correct IP address and
pipe name? You should only modify the &kver network configuration by using the SQL
Server Configuration Utility. Check for messages that are similar to the following near the
beginning of the SQL Server error log and verify that IP addresses and pipe names are correct for
this instance:



Sener is listening on [ 10.10.10.54 <ipv4> 54794].

Server local connection provider is ready to accept connection on [
\\\pipe\ SQLLocEinstanceNamé.

Server named pipe provider is ready to accept connection on |
\\.\pipe\$$ SQLIMSSQLBIstanceNamesghquery ].

1 Are any aliases defined on any node of the cluster for this SQL Server instance? Consider
removing these aliases temporarily to see whether you can connect with the aliases removed.
1 Isthe SQL Server Browser service running on all nodes of therelAdtieough it is not required
for a default instance that uses a static port, it is required for consistent operation of a named
instance.

SQLServer Failing on One Node
If SQL Server fails to come online on only one node of the cluster, you shouldfodififerences
between the nodes:

9 Did installation complete successfully on every node where this instance will run?

1 Were any configuration changes made on this node that were not made on the others, such as
manual registry changes or networking changes?

1 Was a hotfix or service pack applied to this node but not the others (for example, SQL Server, an
operating system, or Microsoft Data Access Component (MDAC))?

1 Were hardware or driver changes made to this node?

1 Are there security configuration differensdetween nodes? Changes to group policies? Are
server principal names configured correctly for each node?

Other Errors

Failures of other resources are investigated differently depending on the resource that failed. For
example, for SQL Agent, investigdte SQL Agent logs; for file shares, investigate the system and
application event logs.

Further Troubleshooting Techniques

Reading and Extracting Event Logs and Cluster Logs
Readinduoy usinghe Event Viewer on the cluster itself is optimal. This is because some event

information can be lost when viewing event logs on other computers that lack the resource information
to populate event descriptions from the server. However, if you will bengahe logs for posiortem
analysisexporting the event logs as text or *.cBles enablegou to read the descriptions in events for
services and drivers that would otherwise be unavailable on a remote machine. You can import *.csv
filesinto Microsot Office Exce®to enablefiltering and sorting.

On WindowsServer2003, cluster logs are located in@Windows Cluster by default. On Windov&erver
2008 you can generate the cluster logg usingthe code in thefollowingexample athe command
prompt.



CLUSTER.EXE <cluster name> LOG /GEN /COPY:<destination path for log
files>

Comparing Registries Across Nodes
Starting with SQL Server 2008, all SQL Server registry checkpoints are set onSkeev8Qétwork

name resource of the SQL Serirestance(before SQL Server 2008heckpointed registry keys were set
for the SQL Server resource itself). This change improves the reliability of the SQlinStEmeeduring
failover by replicating the registry kepeforethe SQL Server online eveifthisgreatlyreducesthe
chance that a registry modification by application that isiot cluster aware will cause a failure.

If the SQL Server resource group fails to come online on one node, butfimerks other nodes,
compare cluster registry entries of checlpied SQlServeregistry keys across nodes. Registry entries
that are not in sync across the available nodes might be different for the following reasons:

1 Manual modification by madministrative user or admin level scrifio example, dogon script
or domain policy)

1 Moadification bytools that are notclusteraware.The tools ifSQL Server 2008 are all cluster
aware but some thirdparty tools are not.

1 Registry key modification by a clusi@ware tool but not yet applied bihe checkpoint process.
Thekey will be written at failover (in this cageo action is needed)

Whenyou compae registry entries across nodggu are looking for differences in keys, valussd
permissions. Modifications from default values can cause unexpected results.

Manuall y Changing a Checkpointed Key
Important: This section contains steps that tell you how to modify the registry. However, serious

problems might occur if you modify the registry incorrectly. Therefore, make sure that you follow these
steps carefully. For aéd protection, back up the registry before you modify it. Then, you can restore
the registry if a problem occurbor more information about how to back up and restore the registry,
seeHow to back u@nd restore the registry in Windowhttp://support.microsoft.com/kb/322756).
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across all nodes of the cluster. The Checkpoint Manager monitors tlokphiated registry keys on the
active node for any changes.

SQL Server 2008 registers all checkpoints om#teork name resourcef the SQL Servenstance This
enablesregistry keys to be repaired if bad settings are preventing &pkerfrom comingonline

without the need to remove or edit checkpoints. To determine which keys are checkpointed on a cluster
resource or verify that the correct checkpoints exisixecutethe code in the following example.

Cluster.exe . resource ASQL Néedheglkpoinks Name (SQL1) 0O

Default registry checkpoints for the SQL Segredated resourcesre listed in the following code
example.

SQL Server Network Name
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HKLM\Software\Microsoft\Microsoft SQL Server\MSSQL10.KATMAI1\Cluster
HKLM\Software\Microsoft\Microsoft SQL Server\MSSQL10.KATMAI1\MSSQLServer
HKLM\Software\Microsoft\Microsoft SQL Server\MSSQL10.KATMAI1\Replication
HKLM\Software\Microsoft\Microsoft SQL Server\MSSQL10.KATMAI1\Providers
HKLM\Software\Microsoft\Microsoft SQL Server\MSSQL10.KATMAI1\SQLServerSCP
HKLM\Software\Microsoft\Microsoft SQL Server\MSSQL10.KATMAI1\CPE
HKLM\Software\Microsoft\Microsoft SQL Server\MSSQL10.KATMAIL\SQLServerAgent

Analysis Services
HKLM\Software\Microsoft\Microsoft SQL Server\MSAS10.KATMAI1\Cluster
HKLM\Software\Microsoft\Microsoft SQL Server\MSAS10.KATMAI1\CPE

By defaulfthere are no registry checkpoints for cluster disks, IP addresses, SQL Servefilaghates
that FileStreanmuses, or the SQL Servénstanceitself.

After the registry checkpoints have been defined on a resoutw Checkpoint Manager maintaithe
registry keys as follows:

1 When a new registry key is specified for the resource, the specified key is checkpointed.

1 When the resource that is associated witlketbheckpointed key is brought online, the registry
keys are updated with the previously checkpointed information.

1 When the resource is brought offline, afithe checkpointghat areassociated with this
resource are saved.

1 When the resourcesionline and changes are made to the registry #tet is registered with the
cluster server for replication, the Checkpoint Manager ensures that the updates are written to a
checkpointthat ismaintained in the cluster database.

Microsoft recommends thagou performall SQL Server configuration changes through the SQL Server
Client Tools. However, if you must make manual changes to the checkpointed registry keys, make the
changes from the active node while the S§rver etwork name resource is onlinef. you manually

update these registry keys while the S&drver twork nameresourceis offline, the changes may not

be replicated or may be lost.

Bringing SQL Server Online Outside Cluster Services
Sometimesa SQL Servanstancewill not come online du¢o problemsthat prevent the Clusteservice

from getting a successfldAliveresultfrom the SQL Servanstance. In these casasmight be valuable
to bring the SQL Servarstanceonline from a command prompt so thgbu can perform
troubleshooting ad emergency maintenance.

This technique involves bgmg a SQL Servarstanceonline outside the control of the Service Control
Manager. The SQL Server resource will appear to be offline from the Failover Cluster Management
console and the&lusterservicewill not be managng the SQL Server instand¢o failover or restart of

the SQL Servenstancewill occur in this stateAfter it isonline, the SQL Servénstancewill be available
to clients on the network.



This technique is typically used tary up the SQL Serviestancewhen configuration issues are
causing SQL Server to fail. Microsoft recommenhdsyou only usehis technique for intermediate
troubleshooting stepdecauseautomated failover of the SQL Serwestanceis not available ithis
state. The technique involves the following steps:

1. Bring all SQL Server disk resources online via the Failover Cluster Management console.
2. Bring all SQL Serverd#dress resources online via the Failover Cluster Management console.
3. Bring the SQL Sar network name resource online via the Failover Cluster Management

console.
4. Fromthe CommandPrompt window, havigate to your SQL Server directory and exethie

following code:
sqlservr.exe I ¢ T1s<instance name>

5. Leavethe @mmandPromptwindow openand c not minimizeit. Closing the window or
logging off will stop the SQL Server.
6. To stop the servempressCTRLE. You will be prompted for confirmation of shutdown.

Properties for the SQL Server Resource
The SQL Server resource exposes some propertiestdnabe useful for more idepth

troubleshooting.

VirtualServerName
Always sethis propertyto the virtual server naméalso referred to as the network narjef the SQL
Serve instance. Do not change this value.

InstanceName
Always set tlis property tothe instance name of the SQL Sernvetance Do not change this value.

VerboselLogging

The efaultvalue for this propertys 0 = off. Setting this value to 1 wistimformation events to the
cluster log. This is generally not needed for SQL clustebl@shooting but doesmake it easier to
determine the order of events and precise points of failure.

SQLDumperDumpFlags SQLDumperDumpPath, and SQLDumperDumpTimeout

These properties enable and manage the Sqgldumper.exe utility, which generates dump files. These
settings are managed by the cluster command. For more informationsgeto use the
Sqldumper.exe utily to generate a dump file in SQL Server 2005
(http://support.microsoft.com/kb/917825).

The following code showaen example batch for configuriregmini-dump of all threads on failover with a
time-out of 15 seconds for the dump to complete.

Cluster resourc e ASQL Servero priv sqgldumperdumpfl ags=0x012
Cluster resource ASQL Servero /priv sqgldumperdumppath-=
Cluster resource ASQL Serverd /priv SQLDumper DumpTi meo

To reset the properties to the defaulixecute the following batch
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Cluster resource ASQL Servero [/ priv:saqgl
Cluster resource ASQL Servero [/ priv:saqgl
Cluster resource ASQL Servero /priv:SQL

SQLDMVScriptTimeout
This property is ot currently inplemented.The @faultvalueis O = off

SqlPreStartupActionsFlags

The cefaultvalue for this propertys 0 = off If it is set to 1, it doesot run any upgrade steps at dllo

not changehe defaultvalue.

Best Practices to Prevent Unnecessary Outages

Evaluate Resource Dependencies

dumperdumpfl ags
dumperdumppath
Dumper DumpTi me o

Evaluate dependencies for each cluster resource in your SQL Server resource group. Do not add
additional dependencies unless they are truly needed. For example, adding a new disk resource to be

used by a mission critical datafe warrants adding a dependency on this drive to the SQL Server

resource. Unnecessary dependencies can slow down failover (waiting for a resource to come online
when there is no need to do so) and cause unnecessary outages (the parent resource g@earuafflin

takes the dependent resource down with it).

Figure 12 shows the default dependency tree for a SQL Server instance.
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Figure 12The default dependency tree for a SQL Server instance
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Evaluate Resource Failover Policies
Resource groups fail over asiagle unit. In other words, if one resource fails, it has the potential to

take everything else in that resource group down with it. For example, if your SQL Server resource fails

to come online on one node of the cluster, you would want the SQL Senageto force a failover of

the entire resource group. However, if an MSDTC resource in your SQL Server resource group failed, and
it was only being used for some noncritical remote queries, you would not want it failing over the entire
resource group.
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this resource is critical enough to warrant a failover of the entire group.

Required Resources
The following resources are required in any SQL Serveuanes group:

1 The SQL Server resource.

9 Physical disk resources that store SQL Server data and log files (including disks that host mount
points).

1 An IP address that supports the SQL Server network name resource.

1 A network name that hosts SQL Server.

Geneally you will leave these resources at their default settings. You must set the policy on any
additional physical disks that are added to your SQL Server instance after setup. Make sure that each
resource policy is set tih resource fails, attempt restaron current nodeand select thdf restart is
unsuccessful, fail over all resours@n this service or applicatiomheck box.

Other Resources
These resources require further evaluation of your environment to determine whether their availability
is critical enough to warrant a failover of the SQL Server resource group.

For maximum availability, the recommendation for optional resources is ttheeat to If resource fails,
attempt restart on current nodeand clear thdf restart is unsuccessful, fail over all resousia this

service or applicatiorcheck box. This enables restarts for the resource, but prevents a failover event of
the entire groy that would take down the SQL Server instance:

1 SOL Server Agenf the SQL Server Agent resource fails, scheduled jobs such as backups,
database maintenance, and replication jobs will not run. If SQL Server Agent is being used for
such critical tasks, threcommendation is to allow this resource to affect the group to prevent
missed backups and maintenance jobs.

9 File sharesSQL Server uses file share resources for FileStream, log shipping, and replication. If
the file share resource fails, these featuraay not function correctly.

1 Analysis ServicesAnalysis Services is not dependent on the SQL Server resource.



Connectivity Configuration
All SQL Server named instances use dynamic port allocation by default. Clients obtain this port

information from the SQL Server Browser. The SQL Server Browser service is required for dynamic port
allocation to work correctly.

If you assign static IP parto all of your SQL instances, you will need to do one of two things:

1. Enable the SQL Server Browser service on each node of the cluster.

2. Create an alias on all clients, including all nodes of the cluster, which specifies the port number
of the SQL Servanstance. Client applications can alternatively add the port number in the
connection string.

If you are using dynamic port allocation and the SQL Server Browser service is running on each node of
the cluster, but you are still having connectivity probke make sure that you have configured your
network security to allow discovery traffic. The discovery process works as follows:

1. The SQL Server Browser listens on User Datagram Protocol (UDP) port 1434 across all IP
addresses (IPAI).

2. The client sends @DP packet to UDP port 1434 on the SQL Server IP address (the IP that
corresponds to the SQ&erver etwork name).

3. SQLServeBrowser responds to the client IP address from the physical IP address of the node
(not the SQL Server IP addred#s)other words, the client initiates a connection to the SQL
Server IP address, but gets a response from the physical IP address of the node.

4. Depending on the security configuration of the clieggrver andnetwork, firewalls or IPSec
may dropthis response packet lsause the response IP address has changed.

For more information about troubleshooting SQL Server failover clustergaleser Cluster
Troubleshootinghttp://technet.microsoft.comfen-us/library/ms189117.aspxn SQL Server 2008 Books
Online.

Appendix A: Installing a SQL Server 2008 Failover Cluster U sing

Integrated Installation with Add Node Operation
1. Insert the SQL Server installation media, and from the root folder, detlizlke ®tup.exe. To
install from a network share, browse to the root folder on the share, and then dezlicle
Setup.exe. For more information about how to install prerequisites Bedere Irstalling
Failover Clusterinfhttp://msdn.microsoft.com/enus/library/ms189910.aspgxYou may be
asked to install the prerequisites, if they are not previously installed.

NET Framework 3.5 SP1:
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Microsoft SQL Server 2008 Setup |

@ 0L Server 2008 Sekup requires Microsoft \MET Framework 3.5 to be installed,

Download and install \MET Framework From htkpe: f v, microsaft, comfnet) and then rerun Setup,

Install Windows Installer 4.%Vindows Installer 4.5 is required, and it can be installed by the
Installation Wizard. If you are prompted to restart your computer, restart it, and then start SQL
Server 2008 Setup again. If you want to preinstall the Windows Installer 4.5 packaganyou ¢
download it from herehttp://support.microsoft.com/default.aspx/KB/942288

Software Update Installation Wizard Ed |

[1ze thiz wizard toingtall the following software update:

@ Hotfix for Windows Server
2003 (KB942288-v4)

Before pou install thiz update, we recommend that pou;

- Back up pour zystem
- Cloze all open programs

You might need to restart vour computer after you complete
thiz update. To continue, click Mext.

¢ Back

Cancel |
Microsoft S0L Server 2008 Setup E |

"_-. Cne of the Prerequisites installed requires a reboat,

!

Restark this computer and rerun the S0L Server 2008 sekup in order to conkinue.,
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2. After prerequisites are installed, the Installation Wizard starts the SQL Server Installation Center.
Tocreate a new cluster installation of SQL Server 2008,Mdéek SQL Server failover cluster
installation on the Installationpage

ﬁSQL Server Installation Center M=l 3
Planning 4 Mew QL Server stand-alone installation or add Features to an existing installation
Installation h Launch a wizard ko install SOL Server 2003 in a non-clustered environment or ko add Features ko an
existing S0L Server 20035 instance,
Mainkenance
- 3 Mew SOL Server Failover cluster installation
ools
h Launch a wizard to install a single-node SOL Server 2008 Faillover cluster,
Resources
Slvinior . a{ Add node to a SQL Server Failaver chusker
o i) Launch a wizard ko add a node to an existing SQL Server 2008 Failover cluster,
Oplions
ﬁ*’ Upgrade from S0L Server 2000 or SGL Server 2005
Launch a wizard ko upgrade SOL Server 2000 or SOL Server 2005 ko SOL Server 2003, Before wou
upgrade, you should run the Upgrade advisor to detect patential problems.,
s Search For product updates
Search Microsoft Update For SQL Server 2008 product updates,
P@ Mikrosoftt
~ SQL Server 2008

3. The System Configuration Checker runs a discovery operation on your computer. To continue,
clickOK You can view the details on the screen by clickingw Detailsor as an HTML report
by clickingview detailed report



W SOL Server 2008 Setup R ——— —

Setup Support Rules

Setup Support Rules identify problems that might occur when vou install SQL Server Setup support files, Failures musk be cﬁFrectg
before Setup can continue,

Setup Support Rules Cperation completed. Passed: 6, Failed 0. Warning 0. Skipped 0.

Show details = | Re-run |

Yiew detailed report

OK Cancel Help
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Setup Support Rules

Setup Support Rules identify problems that might occur when vou install SQL Server Setup support files, Failures musk be corrected
before Setup can continue,

Setup Support Rules Cperation completed. Passed: 6, Failed 0. Warning 0. Skipped 0.
Hide details << | Re-run |

Yiew detailed report

Rule Skakus
@ Minimurn operating system version Passed
@ Setup administrator Passed
@ Restart computer Passed
@ wWindows Management Instrumentation (WMD) service Passed
@ Consistency walidation For SQL Server registry keys Passed
@ Long path names to files on SQL Server installakion media Passed

Ok Cancel Help




3 System Configuration Check Report for Microsoft SOL Server 2008 Setup - Microsoft Internet Explorer

File Edit Wiew Fawvorites Tools  Help | ;'J'
DEack - € - [x] & @ | - Search =7 Favorites 42 | - B
Address @ [:\Program FilesiMicrosoft S0L Server) 1001 3etup BookstrapiLogl 20090113 _1 248024 3ystemConfigurationCheck_Report, htm j G | Links **
Microsoft SQL Server 2008 Setup - System Configuration Check
Report
Computer Name(s): SQLPODO75-09
Report Date/Time: 1/13/2009 12:48 PM
Saved to Directory: [:%Program FilesiMicrosoft SOL Serverh1008Setup Bootstraphlogh20090113 124802
SystemConfigurationCheck Report.htm
Rule Name Rule Description Result MessagefCorrective Action

GlobalRules: SQL Server 2008 Setup configuration checks for rules group "GlobalRules®

@ AclPermissionsFacet Checks if the SQL Server Passed | SOL Server registry keys are
reqistry keys are consistent, consistent and can support SQL

Server installation or upgrade,

@ MediaPathLength Checks whether the SQL Passed | The SQL Server installation media
Server installation media is is not too long.,
too long.

@ OsversionCheck Checks whether the computer | Passed | The operating system wersion
meets minimum operating meets the minimum requirements
system version requirements, for this product,

@ RebootRequiredCheck Checks if a pending computer Passed | The computer does not require a
restart is required. & pending restart,
restart can cause Setup to fail,

@ ThreadHasadminPrivilegeCheck | Checks whether the account Passed | The account running SQL Server
running SOL Server Setup has Setup has administator rights on
administrator rights on the the computer,
camputer,

@ wWmiServiceStateCheck Checks whether the WMI Passed | The Windows Management
service is started and running Instrurnentation (WMI) service is
on the computer, running.

Rules Documentation: http: //go. microsoft. com/fwlink/?LinkId=94001
Community: http://msdn2 microsoft. com/en-us/sgl/aa336317 aspx
Setup Help File: http: //msdnZ.microsoft.com/en-us/library /AbS00469(S0OL. 1007, aspx
|&] pone [ [ [ [ 3 vy computer Yy

4. On the Product key page, indicate whether you are installing a free edition of SQL Server, or
whether you have a PID key fopeoduction version of the product. For more information, see
Editions and Components of SQL Server Z68p://technet.microsoft.com/en
us/library/ms144275.aspx

Note: The ProducKey and Licenskerms pages show up after the setupport filespage if
you already installed the setup suppoitek during a previous installation.


http://technet.microsoft.com/en-us/library/ms144275.aspx

% SOL Server 2008 Setup

Product Key

Specify the edition of SQL Server 2008 to install,

Specify a free edition of SQL Server or provide a SQL Server product key to validate this instance of SCL Server
) 2008, Enter the 25-character key from the Microsoft certificate of authenticity or product packaging. IF you
LIEEmEsS) s specify Enterprise Evaluation, the instance will be activated with & 180-day expiration. To upgrade From one
edition to another edition, run the Edition Upgrade Wizard,

Product Key

Setup Suppartt Files

{* Specify a free edition:

IEnterprise Evaluation j

= Enter the product key:
I = = = =

Cancel

< Back

5. On the License Terms page, read the license agreement, and then select the check box to accept
the license terms and conditions. Cligiextto continue. To end SetyglickCancel
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License Terms

To install SQL Server 2008, ywou must accept the Microsoft Software License Terms,

Product Key
License Terms

Setup Suppartt Files

MICROSOFT EVALUATION SOFTWARE LICENSE TERMS
MICROSOFT SQL SERVER 2008 EVALUATION EDITION

These license terms are an agreement between Microsoft Corporation (or based on where you
live, one of its affiliates) and you. Please read them. They apply to the evaluation software
named above, which includes the media on which you received it, if any. The terms also apply
to any Microsoft

*  Lpdates,

*  supplements,

*  Intermet-based services, and

*  SUpport services

for this software, unless other terms accompany those items. If so, those terms apply.

BY USING THE SOFTWARE, ¥OU ACCEPT THESE TERMS. IF ¥OU DO NOT ACCEPT THEM,

DO MNOT USE THE SOFTWARE. ;I
A =
Copy rint

" I accept the license terms,

< Back Mext = Cancel

6. On the Setup Support Files page, cligtall to install the gtup support files.
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Setup Support Files

Click Install ko install Setup Support files. To install or update SQL Server 2008, these files are required.

Product key The Following components are required for SQL Server Setup:

LIEEmEsS) s | Feature Mame Skatus
Setup support Files

Setup Support Files

< Back Install Cancel

7. The System Configuration Checker verifies the systate of your computer before Sgiu
continues. After the check is complete, clid&xtto continue. You can view the details on the
screen by clickinghow Detailsor as an HTML report by clickigew detailed report
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Setup Support Rules

Setup Support Rules identify problems that might occur when vou install SQL Server Setup support files, Failures musk be cﬁrrected
before Setup can continue,

Setup Support Rules Cperation completed. Passed: 19, Failed 1. “Warning 2. Skipped 1.

Feature Selection ENNNEEENERENENNEENEEENENENENEEEENANENNNEEEEEEE

Disk Space Requirements

Error and LUsage Reparting Hide: details << | Re-run

Cluster Installation Rules Yiew detailed report
Ready to Install
Installation Progress Rule Status B
Complets Cluster Remote Access (SQLPODO7E-09) Passed
Cluster service verification Passed

Diskributed Transaction Coordinator (MSDTC) installed (SQLPODO?E-,., | Passed

@

@

@

I | Distributed Transaction Coordinator (MSDTC) service Warring

@ Diskributed Transaction Coordinator (MSDTC) custered Passed

@ Microsoft Cluster Service (MSCS) cluster verification errors Passed

@ Microsoft Cluster Service (MSCS) cluster verification warnings Passed

@ Remote registry service (SQLPODO7E-09) Passed

Qﬁ Cluster shared disk available check Failed L

@ Domain controller Passed

@ Microsoft \MET Application Security Mok applicable

_ﬂ Metwork binding order Warning

(72 | windrwas Firewal Prassrrd ;I
= Back | [exk = I Cancel | Help |

A

Correct any issues that are reported on the rules list. ErrorkiS$etup, but warnings do not. It
is a best practice to address all warnings and errors.

8. On the Feature Selection page, select themponents for your installation.
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Feature Selection

Select the Enterprise Evaluation Features to install. For clustered installations, only Database Engine Services and Analysis Services

can be clustered,

Setup Support Rules
Feature Selection
Disk Space Requirements

Error and Usage Reporting

Features:

Descripkion:

Cance e JI":‘.:
|:| Dakabase Enging Services
[] 5L Server Replication

Server features are instance-aware and
hawe their own registry hives, They
support multiple instances on a computer,

[ Full-Text Search
[] analysis Services
[ Reparting Services
Installation Progress shared Features
Complete [[] Business Inteligence Development Studio
[] client Toals Connectivity
|:| Inkegration Services
[] client Toals Backwards Campatibility
[ clignt Tools sDK
[ 5L Server Books Cnline
|:| Management Tools - Basic
[] Management Taals - Camplete
|:| SGL Clisnt Connectivity SDE
[ Micrasoft Svnc Framewark,
Redistributable Features

Cluster Installation Rules
Ready to Install

Select All Unselect Al |

Shared Feature directory: ID:'l,Program FilesiMicrosoft SQL Server!, |

% Back Mext = Cancel | Help |

A description for each component group appears in the right pane after you selefeatuze
name. You can select any combination of check boxes, but only the Database Engine and
Analysis Services support failover clustering. Other selected components will run asistiaed
features without failover capability on the agnt node that youare running Setupn.

You can specify a custom directory for shared components by using the field at the bottom of
this page. To change the installation path for shared components, either update the path in the
field provided at the bottom of the dialogoy, or click the ellipsis button to browse to an
installation directory. The default installation path i§fZogram FileédMlicrosoft SQL Server

Note: When you select the Database Engine Services feature, both replication ateckfull
search are selectedutomatically. Unselecting any of these subfeatures also unselects the
Database Engine Services feature.

9. On the Instance Configuration page, specify whether to inatdéifault or a named instance.



%% Install a SQL Server Failover Cluster

Instance Configuration

Specify the name and instance ID For the SQL Server instance,

Setup Support Rules

Feature Selection

Instance Configuration
Disk Space Requirements
Cluster Resource Group
Cluster Disk Selection

Cluster Mebwork Configuration
Cluster Security Policy

Serwer Configuration

Database Engine Configuration
Analysis Services Configuration
Reporting Services Configuration
Errar and Usage Reparting
Cluster Installation Rules
Ready ko Install

Installation Progress

Carmplete

Specify a network name for the new SOL Server Failover cusker, This will be the name used to identify your

Failower cluster on the network,

SOL Server Network Mame:

* Defadlt instance

= Marned instance:

IMSSQLSER'U'ER

Instance IC:

Instance oot directory:

IMSSQLSERVER

ID:'l,PrUgram Files\Microsoft SOL Server),

SGL Server directory:
Analysis Services directary;

Reporting Services directory:

[v\Program Files\Microsoft SQL ServeriMSsQL10.MSSOLSERYER
D:\Program Files\Microsoft SGL ServeriM3AS10.MISQLSERYER
[:\Program Files\Microsoft SQL ServeriMSRS10.MSSQLSERYER

Detected SQL Server instances and Features on this computer:

Cluster
Instance Metwork Features Edition Wersian Instance ID
Mame
% Back Mext = Cancel Help

SQL Server Network Nante Specify a network name fdine new SQL Server failover cluster.
This is the name that is used to identify your failover cluster on the network.

Note: This is known as the virtual SQL Server name in earlier versions of SQL Server failover

clusters.

Instance IDr By default, the instace name is used as the Instance ID. This is used to identify
installation directories and registry keys for your instance of SQL Server. This is the case for

default instances and named instances. For a default instance, the instance name and instance

IDwould be MSSQLSERVER. To mes-defaultinstance ID, select thimstance IDbox and

provide a value.

Note: Typical stanehlone instances of SQL Server 2008, whether default or named instances, do

not use a nondefault value for tHastance |Dbox.




Instance root directoryt By default, the instance root directory is\Brogram Filésviicrosoft
SQL ServerTo specify aondefaultroot directory, use the field provided, or click the ellipsis
button to locate an installation folder.

Detected SQL Server instaes and features on this computeiThe grid shows instances of SQL
Serverthat are on the computer where Setup running. If a default instance is already installed
on the computer, you must install a named instance of SQL Server 2008&Xit& cortinue.

10. The Disk Space Requirements page calculates the required disk space for the features that you
specify, andt compares requirements to the available disk space on tmputer where Setup
is running.
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Disk Space Requirements

Review the disk space summary for the SQL Server features you selected,

Setup Support Rules Disk Usage Summary:
Feature Selection 1 (4 Drive D: 2684 MB required, 21104 ME avalable
Instance Configuration System Drive (D:): 1256 ME required

Shared Install Directory (D:\Program Files\Microsoft SQL Serverl): 754 ME required

Disk Space Requirements
Instance Directory (D:YProgram FilesiMicrosoft SOL Serverl): 644 ME required

Cluster Resource Group
Cluster Disk Selection

Cluster Mebwork Configuration
Cluster Security Policy

Server Configuration

Database Engine Configuration
Analysis Services Configuration
Reporting Services Configuration
Error and Usage Reporting
Cluster Installation Rules
Ready to Install

Installation Progress

Complete

< Back | Mext = I Cancel Help

11. Use the Cluster Resource Group page to sp#uifcluster resource group name where SQL
Server virtual server resources will be located. To specify the SQL Server cluster resource group
name, you have two options:
1 Use the dropdown box to specify an existing group to use.
1 Type the name of a new group create.



"i;'{InstaII a S0QL Server Failover Cluster A=

Cluster Resource Group

Create a new cluster resource group For your SOQL Server Failover cluster,

Setup Support Rules Specify a name for the SQL Server cluster resource group. The duster resource group is where SQL Server
fFailower cluster resources will be placed. You can choose ko use an existing cluster resource group name or enter

Feature Selection a new clusker resource group name to be created.

Instance Configuration
Disk Space Requirements S0 Server cluster resource group name:  [SQL Server (SOLCLLINST) j

Cluster Resource Group

Cluster Disk Selection Qualfied | Name pr—

SR T S (‘i_) Group 4 The custer group "Group 4" is not owned by the local node, Move th..,
Cluster Seceritv P_D“W @) Group 2 The cluster group "Graup 2'is not owned by the local node. Mowe th...
;Zrt\;z;::z:z:::t::oonnFiguration Q’) Cluster Group The cluster group 'Cluster Group' is not owned by the local node, M.,
Bnalysis Services Canfiguration (") Group 1 The cluster group "Group 1'is not owned by the local node, Move th...
Reporting Services Configuration ﬁf) Group O

Error and Usage Reporting m Group 3 The clusker group 'Group 3'is nok owned by the local node, Move th...

Cluster Installation Rules
Ready to Install
Installation Progress

Camplete

Refresh |
< Back | Mext > I Cancel | Help |

4

12. On the Cluster Disk Selection page, select the shared cluster disk resourcerf@QloServer
failover cluster.
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Cluster Disk Selection

Select shared cluster disk resources For wour SQL Server Failover cluster,

Setup Support Rules Specify the shared disks to be included in the SCL Server resource cluster group. The First drive will be used as
Feature Selecti the default drive For all databases, but this can be changed on the Database Engine or Anakysis Services
SALUre SElEcton configuration pages.

Instance Configuration

Disk, I:
Disk Space Requirements .

Cluster Resource Group
Cluster Disk Selection
Cluster Metwork Configuration
Cluster Security Policy

5 Confi i
A T e Available shared disks:

Database Engine Configuration
Analysis Services Configuration Cueize | DIk =TT
Reporting Services Configuration Disk G: The disk resource 'Disk G:' is already in use by resource '™M3SDTC, To use a diski...
Error and Usage Feporting Qi__} Disk H: The cluster disk 'Disk H:' is not owned by the local node so it cannok be used as ...
Cluster Installation Rules “/) Diisk T:
e e (st Qi__} Disk. 1: The cluster disk 'Disk 1:"is not owned by the local node so it cannot be used as a...
Installation Progress —
Camplet Q'__; Disk, ks The cluster disk 'Disk K:'is not owned by the local node so it cannot be used as ...
omplete -
Q’__} Disk L The cluster disk 'Disk L:" is not owned by the local node so it cannot be used as a...

Refresh |
< Back | Mext > I Cancel | Help |

4

The cluster disk is where the SQL Server data wiltdded More than one disk can be
specified. Théwvailable shared diskboxdisplays a list of available disks, whether each is
gualified as a shared disk, and a description of each disk resourceN&tidk continue.

Note: The first drive is used as the default drive for all databases, but it can be changed on the
Databag Engine or Analysis Services configuration pages.

13. On the Cluster Network Configuration page, specify the network resourcgstorfailover

cluster instance:

1 Network Settingst Specify the IP type and IP address for your failover cluster inst@mce.
Windows Server 2008 failover clusters, SQL Server supports the use of DHCP addresses.
Before choosing this option make sure that any network security such as firewalls and IPsec
in use between this SQL Server and its clients can accommodate server sidé&BHCP.
example, some firewalls will require a static port for proper configuration of the firewall.

ClickNextto continue.
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Cluster Network Configuration

Select network resources For your SQL Server Failover cluster,

Setup Support Rules Specify the network settings For this Failover chuster:

Feature Selection

Instance Configuration 7| IP Type Address Subnet Mask. Metwaork
Disk Space Requirements IPw4 255.255.254.0 Local Area Conn...
Cluster Resource Graup ] 1pva 255,255,255.0 Local Area Conn...

Cluster Disk Selection

Cluster Network Configuration
Cluster Security Policy

Server Configuration

Database Engine Configuration
Analysis Services Configuration
Reporting Services Configuration
Errar and Usage Reparting
Cluster Installation Rules

Ready to Install

Installation Progress

Camplete

Refresh |
< Back | Mext > I Cancel | Help |

4

14. Usethe followingpage to specifyhe security policy for the cluster

The following screenshot displays the cluster secyatijcies for Windows Server 2008. |
Windows Server 200§pu can not leverage service SIOse@y domain groups for SQL Server
services. All resource permissions are controlled by dodesiel groups that include SQL Server
service accounts as group mbars.This is displayed in the following screen shot.
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Cluster Security Policy

Configure the security policy For your SQL Server Failover cluster,

Setup Support Rules

Feature Selection

Instance Configuration

Disk Space Requirements
Cluster Resource Group
Cluster Disk Selection

Cluster Metwork Configuration
Cluster Security Policy
Server Configuration

Database Engine Configuration
Analysis Services Configuration
Reporting Services Configuration
Errar and Usage Reparting
Cluster Installation Rules
Ready to Install

Installation Progress

Camplete

Specify global or local security domain groups For the clustered services that will be installed as part of yvour SGL
Server Failover cluster. All resource permissions are controlled by domain-level groups that incude SQL Server
service accounts as members.

Database Engine domain group: I |

SOL Server Agent domain group: I |

Analysis Services domain group: I |

< Back | Mext = I Cancel Help

The following screenshot displays the cluster security policies available for Windows Server
2008. InWindows Server 2008 and later versions, service SIDs (server security IDs) are the
recommended ad default setting. The option to specify domain groups is available but not
recommendedFor information about service SIDs functionality on Windows Server 2008, see
Setting Up WindowService Accountéhttp://msdn.microsoft.com/en

us/library/ms143504.aspxThis is displayed in tHellowingscreen shot.


http://msdn.microsoft.com/en-us/library/ms143504.aspx

erver Falloves Chust = =181
Cluster Security Policy

Configure the security policy for your SQU Server fallover Oester,

Setup Scoport Rudes Soecfy global orlocal security domain groups for the custered services that will be installed as part of your SQL Server fallover cluster, All resouwrce
P *Key permissions are costrolied by domain-level grovps that include SQU Server service accounts as members,

Ucerse Terms (v Use service SIDs (recommended)
Feature Selection

Instance Configuration  Use domain greep

Desk Space Requrements Datebase Engine domain groupt I .—_J
Custer Resource Growp

uster Digk Selecbon SQU Sarver Agent domais group: | _J
Cluster Network Configuration

Cluster Secunity Policy

Server Configuration

Database Engine Confguration

Error o Usage Repertng

Custer Irstalation Rules

Ready %o lnstal

Installabon Progress

Compiete

ClickNextto continue.

Note: If you are installing a SQL Server 2008 failover cluster instance in a Windows 2000 Server
mixedmodedomain, you must use domain global groups for SQL Server clustered services.

Note: Windows 2000 Server domain controllers can operate in mixed mode or native mode.
Mixed mode enables dowlevel domain controllers in the same domain.

Work flow for the resbf this proceduredepends on the features that you have specified for
your installation. You might not see all the pages, depending on your selections (Database
Engine, Analysis ServicesReporting Services).

15. On theService Accounttab, specify logiraccounts for SQL Server services. The actual services
that are configured on this page depend on the features thata@uinstalling
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Server Configuration

Specify the configuration.

Setup Support Rules Service Sccounts | Callation |

Feature Selection

e Microsoft recommends that you use a separate account for each SCQL Server service,

Disk Space Requirements Service | Accounk Mame Passwiord Startup Type
Cluster Resource Group Manual j
Cluster Disk Selection SGL Server Database Engine rManual ﬂ
Cluster Network Configuration SCL Server Analysis Services Manual j
Cluster Security Policy Sql Server Reporting Services Aukomatic j
Server Configuration SQL Server Inkegration Services 10,0 | NT AUTHORITY Metwark, . Automatic v
Database Engine Configuration

Analysis Services Configuration

Reporting Services Configuration Use the same account For all SO Server services |

Errar and Usage Reparting

Cluster Installation Rules
These services will be configured automatically where possible to use a low privilege account, ©On some

Ready ta Install older Windows versions the user will need to specify a low privilege account, For more information, click
Installation Progress Help.
Cormplete Service | Accounk Mame Password Startup Type

SGL Full-text Filker Daemon Launcher Manual

SOL Server Browser MT AUTHORITYILOCAL 5., Aukomatic j

< Back | Mext = I Cancel Help

You can assign the same login account to all SQL Server services, or you can configure each
service account individuigl The startup type is set to manual for all clustgrare services,
including fulitext search and SQL Server Agent, and cannot be changed during installation.
Microsoft recommends that you configure service accounts individually to provide least
privileges for each service, where SQL Server services are granted the minimum permissions
they have to have complete their tasks. For more information,Setting Up Windows Service
Accountghttp://msdn.microsoft.com/enrus/library/ms143504.aspand SQL Server
Configuration Service Accountttp://msdn.microsoft.com/enus/library/cc281953.aspin

SQL Server Books Online.

16. To specify the same lagaccount for all service accounts in this instance of SQL Server, provide
credentials in the fields at the bottom of the page.

Security note:Do not use a blank password. Use a strong password.

18. When you are finished specifying login information for SQL Server serviceblexick


http://msdn.microsoft.com/en-us/library/ms143504.aspx
http://msdn.microsoft.com/en-us/library/ms143504.aspx
http://msdn.microsoft.com/en-us/library/cc281953.aspx
http://msdn.microsoft.com/en-us/library/cc281953.aspx

19. Use theCollationtab to specifynondefaultcollations for the Datab&sEngine and Analysis
Services.

% Install a SOL Server Failover Cluster _ (O]

Server Configuration

Specify the configuration.

Setup Support Rules Service Accaunts |

Feature Selection

Instance Configuration Database Engine:

Disk Space Reguirements SOL_Latinl_General_CP1_CI_AS Custornize. ..

Cluster Resource Group Latinl-General, case-insensitive, accent-sensitive, kanakype-insensitive, width-insensitive
Cluster Disk Selection for Unicode Data, SCL Server Sort Order 52 on Code Page 1252 for non-Unicode Data

Cluster Metwork Configuration ) :
Analysis Services:

Cluster Security Policy

P

Server Configuration Latinl_General CI_AS Customize, .
Database Engine Configuration Latinl-General, case-insensitive, accent-sensitive, kanatype-insensitive, width-insensitive
Analysis Services Configuration Warning: The Database Engine and Analysis Services collations are nok the same.

Reporting Services Configuration
Errar and Usage Reparting
Cluster Installation Rules

Ready to Install

Installation Progress

Camplete

< Back Mext = Cancel Help

17. Use theAccount Provisioningab to specify the following:
1 Authenticationmode - selectWindows aithenticationor Mixed Mode athentication for
your instance of SQL iSer. If you select Mixed Modeughentication, you must provide a
strong password for the buiih SQL Servesrystem administrator account.

After adevice establishes a successful connection to SQL Server, the security nmadeanis
the same for both Windowsuhentication and Mixed Mode. For more information, see
Database Engin€onfiguration- Account Provisionin¢http://technet.microsoft.com/en
us/library/cc281849.aspx

1 SQLServer dministrators- You must specify at least one system administrator for the
instance of SQL Server. To add the account under which SQL Servas 8atamg, click
Add Current UserTo add or remove accounts from the list of system administrators, click
Addor Remove and then edit the list of users, groups, or computers that will have


http://technet.microsoft.com/en-us/library/cc281849.aspx

administrator privileges for the instance of SQL Server. Foe méormation, seddatabase
Engine ConfigurationAccount Provisioninfhttp://technet.microsoft.com/en
us/library/cc281849.aspx
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Database Engine Configuration

Specify Database Engine authentication security mode, administrators and data directories.

Setup Support Rules | Data Directories | FILESTREAM

Feature Selection

liistiares Earfmuetion Specify the authentication mode and administrators For the Database Engine.

Disk Space Requirements Authentication Mode

Cluster Resource Group

f+ Windows authentication mode

Cluster Disk Selection
= Mixed Mode (SOL Server authentication and Windows authentication)
Cluster Metwork Configuration

Cluster Security Policy Built-in SOL Server system administrator account

Server Configuration Enter passward: I
Database Engine Configuration

Confirm password: I
Analysis Services Configuration

Repaorting Services Confiquration Speify SOL Server administrators
Errar and Usage Reporting S0L Server adminiskrators
Cluster Installation Fules hawve unrestricted access to
the Database Engine.
Ready to Install
Installation Progress
Complete
Add Current User | Add... | Remove |
< Back Mexk = Cancel Help |

When you are finished editing the list, cliOK Verify the list of administrators in the
configuration dialog box. When the list is complete, dekt

18. Use theData Directoriedab to specifynondefaultinstallation directories. To install to default
directories, clichNext


http://technet.microsoft.com/en-us/library/cc281849.aspx
http://technet.microsoft.com/en-us/library/cc281849.aspx
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Database Engine Configuration

Specify Database Engine authentication security mode, administrators and data directories,

Setup Support Rules

Account Provisioning FILESTREAM I

Feature Selection

Server Configuration
Database Engine Configuration Temp DB log direckary: II:\,MSSQLID.SQLCLIINSTIMSSQL\,Data

Analysis Services Configuration

Backup directary; II:'I,MSSQL1D.SQLCLIINST'I,MSSQL'I,Bach.lp

Instance Configuration Daka root directary: II:'I. |
Disk Space Requirements System database direckory:  T\MSSQL10.SQLCLIINSTIMSSQL DAt
Cluster Resource Group
User database directory: II:\,MSSQLID.SQLCLIINSTIMSSQL\,Data |

Cluster Disk Selection
Cluster Metwork Configuration User database log directory: II:\,MSSQLID.SQLCLIINSTIMSSQL\,Data |
Cluster Si ity Poli

R STy Feley Temp DE directory: [[AME50L10,50LCLINSTIMSSQLData |

Reporting Services Configuration
Errar and Usage Reparting
Cluster Installation Rules

Ready to Install

Installation Progress

Camplete

< Back Mext = Cancel Help

Important: If you specifynondefaultinstallation directories, make sure that the installation
folders are unique to this instance of SQL Server. None of the directories in this dialog box
should be shared with directories from other instances of SQL Server. Theidataries
should be located on the shared cluster disk for the failover cluster.

19. Use theFILESTREA#dDb to enable FILESTREAM for your instance of SQL Server.
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Database Engine Configuration

Specify Database Engine authentication security mode, administrators and data directories,

Setup Support Rules Account Provisioning | Data Directories  FILESTREAM

Feature Selection
Instance Configuration ™ Enable FILESTREAM For Transact-50L access &

Disk Space Reduirements [ Enable FILESTRESM For file IfDustreaming access

Cluster Resource Group
Cluster Disk Selaction windows share narne: ISQLCLIINST
Cluster Network Configuration [" allow remate clients ko have streaming access bo FILESTRESM data

Cluster Security Policy For a SQL Server Faillover cluster ko have streaming access to FILESTREAM data, remote client
Server Configuration access must be enabled.

Database Engine Configuration
Analysis Services Configuration
Reporting Services Configuration
Errar and Usage Reparting

Cluster Installation Rules

Ready to Install

Installation Progress

Camplete

< Back Mext = Cancel Help

ClickNextto continue.

20. On the Analysis Services Configuration page,theAccountProvidoning tab to specify users
or accounts that will have administrator permissions for Analysis Services. You must specify at
least one system administrator for Analysis Services. To add the account under which SQL Server
Setup is running, clickdd CurrentUser. To add or remove accounts from the list of system
administrators, cliclddd or Remove and then edit the list of users, groups, or computers that
will have administrator privileges for Analysis Services
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Analysis Services Configuration

Specify Analysis Services administrators and data directories,

Setup Support Rules Account Provisioning | Data Directories
Feature Selection

Specify which users hawe administrative permissions For Analysis Services,

Instance Configuration

Disk Space Requirements L ommon Lab Analysis Services
adrninistrators hawe
unrestricted access to
Cluster Disk Selection Analysis Services,

Cluster Resource Group

Cluster Metwork Configuration
Cluster Security Policy

Server Configuration

Database Engine Configuration
Analysis Services Configuration
Reporting Services Configuration
Errar and Usage Reparting

Cluster Installation Rules

Ready to Install

Installation Progress

Camplete

add... | R_emovel

< Back Mext = Cancel Help

When you are finished editing the list, clioK Verify the list of administrators in the
configuration dialog box. When the list is complete, diiekt

21. Use theData Directoriedab to specifynondefaultinstallation directories. To install to default
directories, clickNext
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Analysis Services Configuration

Specify Analysis Services administrators and data directories,

Setup Support Rules

Feature Selection
e Specify the data directories For SOL Server Analysis Services.
Disk Space Requirements Daka directary: II:'l,OLAP'l,Data

Cluster Resource Group

Log file directory:  |IWOLAPILD
Cluster Disk Selection e ¥ I i iLog

Cluster Metwork Configuration Temp directory: |I:'|,OL.°.P'|,Temp

Cluster Si ity Poli
R STy Feley Backup directory: II:'l,OLAP'l,Backup

el

Server Configuration

Database Engine Configuration
Analysis Services Configuration
Reporting Services Configuration
Errar and Usage Reparting

Cluster Installation Rules

Ready to Install

Installation Progress

Camplete

< Back Mext = Cancel Help

Important: If you specifynondefaultinstallation directories, make sure that the installation
folders are unique to this instance of SQL Server. None of the directories in this dialog box
should be shared with directories from other instances of SQL Server. The data directories
should be loated on the shared cluster disk for the failover cluster.

22. Use the Reporting Services Configuration page to specify the kind of Reporting Services
installation to create. For failover cluster installation, the optionisséttoy & i | £ £ = 0 dzi
configure the report serveg You must configure Reporting Services after you complete the
installation.
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Reporting Services Configuration

Specify the Reporting Services configuration mode,

Setup Support Rules
Feature Selection = Install the mative mode default configuration,
Instance Configuration

Disk Space Requirements Setup will install the report server and configure it in Native mode ko use the default values, The report
server is usable as soon as Setup is finished.

Cluster Resource Group

Cluster Disk Selection
T e = Install the SharePoint integrated mode default configuration,
Cluster Security Policy

Setup will create the repart server database in SharePoink integrated mode and configure the repart server ko
use the defaulk values. Howewer, integrated operations will not be supported until & minimal installation of a
Database Engine Configuration SharePoint product or technology is deployed on the report server computer and the Reporting Services Add-
in Far SharePoint Technologies is installed and corfigured on the instance of the SharePaoint product or
technology you are using.

Server Configuration

Analysis Services Configuration
Reporting Services Configuration

Errar and Usage Reparting o

Install, but do not configure the report server,
Cluster Installation Rules

Ready ta Instal Setup will install, but will not configure, the repart server software. After installation is finished, wou can use
Installation Progress the Reporting Services Configuration tool to set options that are required to run the report server,

Camplete

< Back | Mext = I Cancel Help

23. On the Error and Usage Reporting page, specify the information that you want to send to
Microsoft that will help improve SQL Server. By default, optionsriar reportingand feature
usage are disabled.
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Error and Usage Reporting

Help Microsoft improve SQL Server Features and services,

Setup Support Rules Specify the information that wou would like o automatically send to Microsoft to improve Future releases of SCL
Server, These settings are optional. Microsoft treats this information as confidential, Microsoft may provide
updates though Microsoft Update to modify Feature usage data. These updates might be downloaded and
Instance Configuration inskalled on your machine automatically, depending on wour Automatic Update settings.

Feature Selection

Disk Space Requirements
Cluster Resource Group 5 ) ) . .
Wiew the Microsoft policy For SOL Server privacy and data collection,

Cluster Disk Selection

Cluster Metwork Configuration Read more about Microsoft Update and &ukomatic Update.

Cluster Security Policy

Server Configuration

Database Engine Configuration r Send Windows and SQL Server Error Reports bo Microsoft or your corporate report server. This setting only

) ) ) ) applies to services that run withouk user interaction,
Analysis Services Configuration

Reporting Services Configuration
Error and Usage Reporting

Cluster Installation Rules
Send feature usage data ko Microsoft, Feature usage data includes information about vour hardware

Ready ta Install configuration and how you use Microsoft software and services,

Installation Progress

Camplete

< Back | Mext = I Cancel Help

24. The System Configuration Checker runs one more set of rules to validate your configuration with
the SQL Server features that you have specified.
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Cluster Installation Rules

P

Setup is running rules to determine if the Failover cluster installation operation will be blocked. For more information, dlick Help.

Setup Support Rules Cperation completed. Passed: 8, Failed 0. Warning 0. Skipped 0.

Feature Selection ENNNEEENERENENNEENEEENENENENEEEENANENNNEEEEEEE

Instance Configuration

Disk Space Requirements Shaw details => | Re-run

Cluster Resource Group Yiew detailed repart

Cluster Disk Selection

Cluster Metwork Configuration
Cluster Security Policy

Server Configuration

Database Engine Configuration
Analysis Services Configuration
Reporting Services Configuration
Errar and Usage Reparting
Cluster Installation Rules
Ready to Install

Installation Progress

Camplete

< Back | Mext = I Cancel Help

25. The Ready to Install page displays a tree view of latitah options that you specified during
Setup To continue, clickstall.
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Ready to Install

Werify the SOL Server 2008 Features to be installed.

Setup Support Rules Ready toinstall the SOL Server 2008 Failover clusker:
Feature Selection = Surnmary -
Instance Configuration - Edition: Enterprise Evaluation

- Ackion: InskallFailoverCluster
B- Ggsneral Configuration

Disk Space Requirements

Cluster Resource Group

; ] [=]- Features
Cluster Disk Selection --Database Engine Services
Cluster Metwork Configuration - S0L Server Replication

- Full-Texk Search
- nalysis Services
- Reporting Services

Cluster Security Policy

Server Configuration

Dt Engs CorligrEiiEn - Business Inteligence Development Studio
Analysis Services Configuration - Clignt Tools Connectivity
Reparting Services Configuration - Inkegration Setvices

- lient Tools Backwards Compatibilicy

Errar and Usage Reparting  Client Toals SDK

Cluster Installation Rules --50L Server Books Online
Ready to Install - Management Toals - Basic
Installation Progress - Management Tools - Complets

- S0 Client Connectivity SO

- Microsaft Sync Framework,

[=]- Instance configuration

- Instance MName: SQLCLIINST

Instance ID: SQLCLLIMNST LI

Configuration file path:

Camplete

ID:'l,PrUgram Files\Microsoft SOL Servert 1001Setup Bootstrapilogi200901 13_1 248024 ConfigurationFile.ini

< Back | Install I Cancel Help

26. During installation, the Installation Progress page provides status so that you catomo
installation progress as Setgpntinues.
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Installation Progress

Setup Support Rules Performing Windows Installer actions,

Feature Selection

Instance Configuration
Disk Space Requirements Install_sql_common_core_Cpu3Z_action : Do_sqlFileSDOL_32, Setting File Security
Cluster Resource Group

Cluster Disk Selection

Cluster Metwork Configuration
Cluster Security Policy

Server Configuration

Database Engine Configuration
Analysis Services Configuration
Reporting Services Configuration
Errar and Usage Reparting
Cluster Installation Rules

Ready to Install

Installation Progress

Camplete

Mext = I Cancel Help

27. After installation, theCompletepage povides a link to the summary log file for the installation
and other important notes. To complete the SQL Server installation process;lolsek



28.

29.
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Complete

Your SQL Server 2008 Failover cluster installation is complete.

Setup Support Rules
Feature Selection
Instance Configuration
Disk Space Requirements

Cluster Resource Group

Surmmary log file has been saved to the Following location:

D:\Program_FilesiMicrosoft SOL Serveri1001Setup Bootstrapilogi20090113 1248021 Summary SOLPODOTA-
09 200290113 124802,k

Inforrmation about the Setup operation or possible next steps:

@ Your SQL Server 2003 Fallover cluster installation is complete,

Cluster Disk Selection

Cluster Metwork Configuration
Cluster Security Policy

Server Configuration

Database Engine Configuration
Analysis Services Configuration
Reporting Services Configuration
Errar and Usage Reparting

Cluster Installation Rules Supplemental Information:

Ready to Install

Installation Progress Microsoft Update

The Following notes apply to this release of SQL Server only, j
Complete
For information abouk how to use Microsoft Update to identify updates For SQL Server 2008, see the Microsoft
Update Web site <http:f/go.microsoft, comyFrlink ?LinkId=108409 > at http:/fgo. microsoft, comFwlinks?LinkId=

103409,
Reporking Services

The Reporting Services installation options that you specified in Setup determing whether additional configuration
is required before you can access the report server, IF vou installed the default configuration, the report server LI

Close | Help |

4

If you are instructed to restart the computer, do so now. It is important to read the message
from the Installation Wized when you have finished with SetuBormore information about
setup log files, seélow To: View SOL Server Setup Log itgs//msdn.microsoft.com/en
us/library/ms143702.aspx

To add nodes to the singlede failover you just created, ru®etupon each additional node
and follow the steps for Appendix C: Add Node. For more informatiorie@eto: Add or
Remove Nodes in a SQL Server Failover Cluster jattpp’/msdn.microsoft.com/en
us/library/ms191545.aspx

Note: The SQL Server edition you are installing must match across all the nodes in a SQL Serve
failover cluster. When you add a new node to an existing SQL Server failover cluster, make sure
that the edition matclesthe edition of the existing failover cluster.


http://msdn.microsoft.com/en-us/library/ms143702.aspx
http://msdn.microsoft.com/en-us/library/ms191545.aspx
http://msdn.microsoft.com/en-us/library/ms191545.aspx

Appendix B: Installing a SQL Server 2008 Failover Cluster U sing
Advanced/Enterprise Installation

Advanced/Enterprise Failover Cluster Install Step 1: Prepare
1. Insert the SQL Server installation media, and from the root folder, detliole Setup.exe. To
install from a network share, browse to the root folder on the share, and then deglicle
Setup.exe. For more information about how to install prerequisites Befere Installing
Failover Clusterinfhttp://msdn.microsoft.com/enus/library/ms189910.aspxYou may be
asked to install the prerequisites, if they are not previously installed.

Microsoft SQL Server 2008 Setup |

@ 0L Server 2008 Sekup requires Microsoft \MET Framework 3.5 to be installed,

Download and install \MET Framework From htkpe: f v, microsaft, comfnet) and then rerun Setup,

Install Windows Installer 4.%Vindows Installer 4.5 is required, aficcanbe installed by the
Installation Wizard. If you are prompted to restart your computer, restagndthen start SQL
Server 2008 Setup again.


http://msdn.microsoft.com/en-us/library/ms189910.aspx
http://msdn.microsoft.com/en-us/library/ms189910.aspx

Software Update Installation Wizard Ed |

&

[1ze thiz wizard toingtall the following software update:

Hotfix for Windows Server
2003 (KB942288-v4)

Before pou install thiz update, we recommend that pou;

- Back up pour zystem
- Cloze all open programs

You might need to restart vour computer after you complete
thiz update. To continue, click Mext.

¢ Back

Cancel |

Microsoft S0L Server 2008 Setup E |

"'_-. Cne of the Prerequisites installed requires a reboat,
L

Restark this computer and rerun the S0L Server 2008 sekup in order to conkinue.,

2. After the prerequisites are installed, the Installation Wizard starts the SQL Server Installation
Center. To prepare the node for clustering, move to Auvancedage and then clicadvanced
cluster preparation.



i;:.'SIJL Server Installation Center [ _ (O] x|
Planning % Install based on configuration file
Installation 3 |Jse an existing configuration file ta install SQL Server 2008,
fMainkenance advanced custer preparation
Todls h Launch a wizard to prepare a SQL Server 2003 Failover chuster installation,
Resources l,.-l-;HP Advanced cluster complekion
g
Advanced 4 If Launch a wizard ko complete & 0L Server 2005 Failover cluster From a lisk of cluster-prepared 0L
Server 2003 instances,
Oplions
F@; Wikrgsafs:
~ SQL Server2008

3. The System Configuration Checker runs a discovery operation on your computer. To continue,
clickOK You can view the details on the screen by clicingw Detailsor as an HTML report
by clickingview detailed report
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Setup Support Rules

Setup Support Rules identify problems that might occur when vou install SQL Server Setup support files, Failures musk be cﬁFrectg
before Setup can continue,

Setup Support Rules Cperation completed. Passed: 6, Failed 0. Warning 0. Skipped 0.

Show details = | Re-run |

Yiew detailed report

OK Cancel Help
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Setup Support Rules

Setup Support Rules identify problems that might occur when vou install SQL Server Setup support files, Failures musk be cﬁrrected
before Setup can continue,

Setup Support Rules Cperation completed. Passed: 6, Failed 0. Warning 0. Skipped 0.

Yiew detailed report

Rule Skakus
@ Minimurn operating system version Passed
@ Setup administrator Passed
@ Restart computer Passed
@ wWindows Management Instrumentation (WMD) service Passed
@ Consistency walidation For SQL Server registry keys Passed
@ Long path names to files on SQL Server installakion media Passed

(a4 Cancel Help

4. On the Setup SuppoFiles pageclicklinstallto install the ®tup support files.
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Setup Support Files

Click Install ko install Setup Support files. To install or update SQL Server 2008, these files are required.

Setup support Files The Following components are required For SOL Server Setup:

| Feature Mame Skatus
Setup Support Files

Gathering user settings,

< Back

5. The System Configuration Checker verifies the systame of your computer before Setup
continues. After the check is complete, clid&xtto continue. You can view the details on the
screenby clickingShow Detailsor as an HTML report by clickigew detailed report
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Setup Support Rules

Setup Support Rules identify problems that might occur when vou install SQL Server Setup support files, Failures musk be cﬁFrect;a
before Setup can continue,

Setup Support Rules Cperation completed. Passed: 9, Failed 0. Warning 1. Skipped 1.

R ENNNEEENERENENNEENEEENENENENEEEENANENNNEEEEEEE

License Terms

Feature Selection Hide details <= | Re-tun |

Disk Space Requirements Yiew detailed repart
Error and Usage Reporting
Frepare Failaver Cluster Rules . Rule Status
Ready to Instal @ Fusion Active Template Library (ATL) Passed
Installation Progress @ Unsupported SQL Server products Passed
Complete @ Mok chustered or the cluster service is up and online. Passed

@ wWindows Management Instrumentation (WML service (SQLPODO7E-,., | Passed

@ Cluster Remote Access (SQLPODO7E-10) Passed

@ Remoke registry service (SQLPODO7E-10) Passed

@ Domain controller Passed

@ Microsoft \MET Application Security Mok applicable

_ﬂ Metwork binding order Warning

@ windows Firewall Passed

() | DN5 settings (SQLPODO7E-10) Passed

% Back Cancel Help

6. On the Product & page, indicate whether you are instadjia free edition of SQL Senagryou
have a PID key for a production version of the product.

Note: The ProducKey and License Terms pages show up after the Setup Support Féda$ pag
you already installed the setup suppoiles during a previous installation.



ﬁPrepare a S0L Server Failover Cluster =]

Product Key

i
Specify the edition of SQL Server 2008 to install, :
Setup Support Rules Specify a free edition of SQL Server or provide a SQL Server product key to validate this instance of SCL Server
I 2008, Enter the 25-character key from the Microsoft certificate of authenticity or product packaging. IF you
roduct Rey specify Enterprise Evaluation, the instance will be activated with a 180-day expiration. To upgrade From one
License Terms edition to another edition, run the Edition Upgrade Wizard,

Feature Selection

Disk Space Requirements (" Specify a free edition:

Error and Usage Reporting IEnterprise Evaluation j

Prepare Failover Cluster Rules
= Enter the product key:

Installation Progress ! X = = ~

Ready to Install

Complete

< Back | Mext = I Cancel Help

Note: You must specify the same product key on all the nodes that you are preparing for the
same féover cluster.

7. On the License Terms page, read the license agreement, and then select the check box to accept
the license terms and conditions.
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License Terms

To install SQL Server 2008, ywou must accept the Microsoft Software License Terms,

Setup Support Rules

Product Key

License Terms

Feature Selection

Disk Space Requirements
Error and Usage Reporting
Prepare Failover Cluster Rules
Ready to Install

Installation Progress

Complete

MICROSOFT EVALUATION SOFTWARE LICENSE TERMS
MICROSOFT SQL SERVER 2008 EVALUATION EDITION

These license terms are an agreement between Microsoft Corporation (or based on where you
live, one of its affiliates) and you. Please read them. They apply to the evaluation software
named above, which includes the media on which you received it, if any. The terms also apply
to any Microsoft

*  Lpdates,

*  supplements,

*  Intermet-based services, and

*  SUpport services

for this software, unless other terms accompany those items. If so, those terms apply.

BY USING THE SOFTWARE, ¥OU ACCEPT THESE TERMS. IF ¥OU DO NOT ACCEPT THEM,

DO MNOT USE THE SOFTWARE. ;I
A =
Copy rint

¥ I accept the license terms, |

< Back Mext = Cancel Help

ClickNextto continue. To end SetyglickCancel

8. On the Feature Selection page, select thenponents foryour installation.
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Feature Selection

Select the Enterprise Evaluation Features to install. For clustered installations, only Database Engine Services and Analysis Services
can be clustered,

Setup Support Rules Features: Descripkion:

P e Instance Features Server features are instance-aware and
License Terms Database Engine Services have their o regiskry hives, They
Feature Selection SGL Server Replication support multiple instances on a computer,

Full-Text Search

Instance Configuration Analysis Services

Disk Space Requirements Reporting Services
Cluster Security Palicy shared Features
Server Corfiguration Business Inteligance Development Studio

Client Tools Connectivity

Inkegration Services

Client Tools Backwards Compatibility

Prepare Failover Cluster Rules Client Tools SDE

Ready ta Instal SQL Server Baoks Online

Management Tools - Basic
Management Tools - Complete

Complete 50L Client Connectivity SDK
Micrasaft Sync Framewark

Redistributable Features

Reporting Services Configuration

Error and Usage Reporting

Installation Progress

Unselect Al |
Shared Feature directory: ID:'l,Program FilesiMicrosoft SOL Server’ |
< Back Mext = Cancel | Help |
A

A description for each component group appears in the right pane after you select the feature
name. You can select any combination of check boxes, but only the Database Engine and
Analysis Services support failover clustering. Otoenponents will run on a single failover
cluster node as a staralone feature without failover capability.

You can specify a custom directory for shared components by using the field at the bottom of
this page. To change the installation path for shazethponents, either update the path in the
field provided at the bottom of the dialog box, or click the ellipsis button to browse to an
installation directory. The default installation path i§fZogram FileédMlicrosoft SQL Server

Note: When you select th Database Engine Services feature, both replication antefull
search are selected automatically. Unselecting any of these subfeatures also unselects the
Database Engine Services feature.

9. On the Instance Configuration page, specify whether to insdfault or a named instance.
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Instance Configuration

Specify the name and instance ID For the SQL Server instance.

Setup Support Rules

Product Key

License Terms

Feature Selection

Instance Configuration
Disk Space Requirements
Cluster Security Palicy

Server Configuration
Reporting Services Configuration
Error and Usage Reporting
Prepare Failover Cluster Rules
Ready to Install

Installation Progress

Complete

= Default instance

f* Mamed instance:

ISQLCL21N5T|

Instance I0:

ISQLCLZINST

Instance rook direckory:

ID:'l,Program Files\Micrasaft SOL Server),

SOL Server directory:

Analysis Services directory:

[:\Program Files\Microsoft SOL ServeriMSSOL10LSQLCLZINST
[:\Program Files\Microsoft SQL ServeriMSAS10,SOLCLZINST

Reporting Services directory:  Di\Program FilesiMicrasaft SQL ServeriMSRS10.5QLCL2ZIMST

Installed instances:

Edition

‘ersian

Instance ID

Instance | Features
SGQLEngine, SGLERG. ..

Enterprise Evaluation |10.0.1600.22

MSSQLI0.3QLCLITL..

< Back Mext =

Cancel Help

Instance IDt By default, the instance name is used as the Instance ID. This is used to identify
installation directories and registry keys for your instance of SQL Server. This is the case for

default instances and named instances. For a default instance, the aesteame and instance
ID would be MSSQLSERVER. To nse-defaultinstance 1D, select thimstance |Dtext box and

provide a value.

Note: Typical stanealone instances of SQL Server 2008, whether default or named instances, do

not use anon-defaultvalue for thelnstance ICxext box.

Important: Use the same InstancelD for all the nodes that are prepared for the failover cluster

Instance root directoryt By default, the instance root directory is\Brogram Filedicrosoft

SQL ServerTo specify aondefaultroot directory, use the field provided, or click the ellipsis

button to locate an installation folder.




Installed instances Theboxshows instances of SQL Serthat are on the computer where
setup is running. If a default instance is alredstalled on the computer, you must install a
named instance of SQL Server 2008. Gliekito continue.

10. The Disk Space Requirements page calculates the required disk space for the features that you
specify, andt compares requirements to the availablesklispace on theornputer where Setup
iS running.
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Disk Space Requirements

Review the disk space summary for the SQL Server features you selected,

Setup Support Rules Disk Usage Summaty:

Product Key E1 (4 Drive D: 1097 MB required, 19150 ME avalable
License Terms System Drive (D) 304 MB required

Shared Install Directory (D:\Programm Files\Microsoft SQL Serverl): 149 ME required
Instance Directory (D:YProgram Files\Microsoft SOL Serverl): 644 ME required

Feature Selection

Instance Configuration

Disk Space Requirements
Cluster Security Palicy

Server Configuration

Reporting Services Configuration
Error and Usage Reporting
Prepare Failover Cluster Rules
Ready to Install

Installation Progress

Complete

< Back Mext = Cancel Help

11. Soecifythe security plicyfor the cluster

The following screenshot displays the cluster security policies for Windows Serverr2003. |
Windows Server 200§pu cannot leverage service SIDse@&fy doméan groups for SQL Server
services. All resource permissions are controlled by dodesiel groups that include SQL Server
service accounts as group memberais is displayed in the following screen shot.
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Cluster Security Policy

Configure the security policy For your SQL Server Failover cluster,

Setup Support Rules Specify global or local security domain groups For the clustered services that will be installed as part of yvour SGL
Server Failover cluster. All resource permissions are controlled by domain-level groups that incude SQL Server

Product Key service accounts as members.
License Terms
Featurs Selaction Database Engine domain group: Isys—sqlsw'l,sqIsetup—sqlgroup |
Instance Configuration S0l Server Agent domain group: Isys—sqlsvr'l,sqlsetup—sqlagentgroup |
Disk Space Requirements

: ) Analysis Services domain group: Isys—sqlsvr'l,sqlsetup—olapgmup| |
Cluster Security Policy

Server Configuration

Reporting Services Configuration
Error and Usage Reporting
Prepare Failover Cluster Rules
Ready to Install

Installation Progress

Complete

< Back | Mext > | Cancel | Help
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The following screenshot displays the clusteciwity policies available for Windows Server
2008. InWindows Server 2008 and later versions, service SIDs (server security IDs) are the
recommended and default setting. The option to specify domain groups is available but not
recommendedFor informationabout service SIDs functionality on Windows Server 2008, see
Setting Up Windows Service Accouffitp://msdn.microsoft.com/en
us/library/ms143504.aspxThis is displayed in tHellowingscreen shot.



http://msdn.microsoft.com/en-us/library/ms143504.aspx

rrver Falover C

Cluster Security Policy

Configure the security policy for your SQU Server fallover Oester,

Setup Scoport Rudes Soecfy global orlocal security domain groups for the custered services that will be installed as part of your SQL Server fallover cluster, All resouwrce
permissions are costrolied by domain-level grovps that include SQU Server service accounts as members,

Product Key
Ucerse Terms (v Use service SIDs (recommended)
Feature Selection

Instance Configuration " Use domain gresp

Disk Space Requrements Datebase Engine domain groupt |

Ouster Resource Grocp
Custer Digk Selecton

Custer Network Configuration
Cluster Secunity Policy
Server Configuraton
Database Engre Configuraton
Ervor ot Usage Reporting
Custer Irstalation Rules
Ready o irstal

Installabon Progress
Complete

SQU Sarver Agent domais group: |

ClickNextto continue.

=
=)

Note: If you are installing a SQL Server 2008 failover cluster instance in a WindowSe2060
mixedmode domain, you must use domain global groups for SQL Server Clustered Services.

Note: Windows 200®Berer domain controllers can operate in mixed mode and native mode.
Mixed mode enables dowlevel domain controllers in the same domain.

Work flow for the rest of thiproceduredepends on the features that you have specified for
your installation. You mightot see all the pages, depending on your selections.

12. On the Server Configuratigrage, on theService Accounttab, specify login accounts for SQL
Server services. The actual services that are configured on this page depend on the features that

you seleced to install.
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Server Configuration

Specify the configuration.
Sy LBt LS service Accounts | callation | FILESTREAM
Product Key
e TExms Microsaft recommends that you use a separate account for each S0L Server service,
Feature Selection Service Accounk Mame Passwiord Startup Type
Instance Configuration SOL Server Agent sqlagentservice LTI TTET Y Manual j
Disk Space Requirements SGL Server Database Enging sqlservice sesesssene Maral j
Cluster Security Palicy SGL Server Analysis Services asservice eesesenene Aukomatic j
Server Configuration Sql Server Reporting Services rssErvice .u-uou.| Aukomatic j
Reporting Services Configuration
Error and Usage Reporting
Prepare Failover Cluster Rules Use the same account For all SQL Server services |

Ready to Install

Installation Progress ; ; ; . ’ »
These services will be configured automatically where possible to use a low privilege account, ©On some

Complete alder windows wersions the user will need to spedify & low privilege account, For mare information, dick
Help.
Service | Accounk Mame Password Startup Type
SGL Full-text Filker Daemon Launcher Manual
SGL Server Browser MT AUTHORITYILOCAL 5... Aukomatic j
< Back Mext = Cancel Help

You can assign the same login account to all SQL Server services, or you can configure each
service account individually. The startup type is set to manual for all clagtare services,
including fulitext search and SQL Server Agent, and cannot be eldathgring installation.
Microsoft recommends that you configure service accounts individually to provide least
privileges for each service, where SQL Server services are granted the minimum permissions
they have to have complete their tasks. For more infation, seeSQL Server Configuratien
Service Accountttp://technet.microsoft.com/enus/library/cc281723.aspxand Setting Up
Windows Servicéccountghttp://technet.microsoft.com/enus/library/ms143504.aspx

To specify the same logaccount for all service accounts in this instance of SQL Spregide
credentials in the fields at the bottom of the page.

Security ote: Do not use a blank password. Use a strong password.

When you are finished specifying login information for SQL Server serviceblexick


http://technet.microsoft.com/en-us/library/cc281953.aspx
http://technet.microsoft.com/en-us/library/cc281953.aspx
http://technet.microsoft.com/en-us/library/ms143504.aspx
http://technet.microsoft.com/en-us/library/ms143504.aspx

13. Use theCollationtab to specifynondefault collations for the Databa&sEngine and Analysis
Services.
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Server Configuration

Specify the configuration.

SEtUp Suppott Rules Service Accounts  Callation | FILESTREAM

Product Key

e TExms Dakabase Engines:

Feature Selection EOL_Latinl_General_CP1_CI_AS Custarnize. ..
Instance Canfiguration Latinl-General, case-insensitive, accent-sensitive, kanakype-insensitive, width-insensitive
Disk Space Requirements for Unicode Data, SOL Server Sort Order 52 on Code Page 1252 for non-Unicode Data

Cluster Security Polic
v Y Analysis Services:
Server Configuration

P

Reparting Services Configuration Latinl_General CI_AS Customize. .,
Error and |sage Reporting Latinl-General, case-insensitive, accent-sensitive, kanatype-insensitive, width-insensitive
Prepare Failover Clusker Rules Warning: The Database Engine and Analysis Services collations are nok the same.

Ready to Install
Installation Progress

Complete

< Back Mext = Cancel Help

14. Use theFILESTREAfdDb to enable FILESTREAM for your instance of SQL ServeNe3titk
continue.
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Server Configuration

Specify the configuration.

Setup Support Rules

Service Accounts I Collation
Product Key

License Tetms " Enable FILESTREAM For Transact-SQL access

Featurs Selection [ Enable FILESTRESM For file IfDustreaming access

Instance Configuration

T A windows share narne: ISQLCLZINST

Cluster Security Policy [" allow remate clients ko have streaming access bo FILESTRESM data

Server Configuration For a SQL Server Faillover cluster ko have streaming access to FILESTREAM data, remote client
Reporting Services Configuration access must be enabled.

Error and Usage Reporting
Prepare Failover Cluster Rules
Ready to Install

Installation Progress

Complete

< Back Mext = Cancel Help

15. Use the Reporting Services Configuration page to specify the kind of Reporting Services
installation to create. For failover cluster installation, the optionisséttoy & G I £ £ = o0dzi R?2
configure the report served You must configure Reporting Serviedt®r you complete the
installation.
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Reporting Services Configuration

Specify the Reporting Services configuration mode,

Setup Support Rules

Product Key

License Terms

Feature Selection

Instance Configuration

Disk Space Requirements
Cluster Security Palicy

Server Configuration
Reporting Services Configuration
Error and Usage Reporting
Prepare Failover Cluster Rules
Ready to Install

Installation Progress

Complete

" Install Ehe native mede default configuration,

Setup will install the report server and configure it in Mative mode ko use the default values, The report
server is usable as soon as Setup is finished.

= Install the SharePoint integrated mode default configuration,

Setup will create the repart server database in SharePoink integrated mode and configure the repart server ko
use the defaulk values. Howewer, integrated operations will not be supported until & minimal installation of a
SharePoint product or technaology is deploved on the report server computer and the Reparting Services Add-
in Far SharePoint Technologies is installed and corfigured on the instance of the SharePaoint product or
technology you are using.

f+ Install, but do not configure the report server,

Setup will install, but will not configure, the repart server software. After installation is finished, wou can use
the Reporting Services Configuration tool to set options that are required to run the report server,

Cancel Help

< Back | Mext = I

16. On the Error and Usage Reporting page, specify the information that you want to send to

Microsoft that will help improve SQL Server. By default, options for error repatiddeature

usage are enabled.




17. The Systm Configuration Checker runs one more set of rules to validate your configuration with
the SQL Server features that you have specified.






































































































































































































